
Handling Negative Coefficients in Automatic Transformation
Schedules

IISc-CSA-TR-2014-1
Feb 2014

Uday Bondhugula

Department of Computer Science and Automation
Indian Institute of Science, Bangalore 560012

uday@csa.iisc.ernet.in

Albert Cohen

INRIA

Albert.Cohen@inria.fr

Abstract
This report deals with expanding the space of transformations
modeled by the Pluto algorithm by including transformations
that involve reversals, negative parameteric shifts, and other
compound transformations that include the former.

1. Capturing Reversals and Backward
Parametric Shifts

The Pluto algorithm [1] does not allow negative coefficients
in its transformations. This is a design trade-off between ex-
pressiveness and computational complexity [2], and is primar-
ily due to the combinatorial difficulty in avoiding the trivial
zero solution as well in modeling the space of solutions rep-
resenting linearly independent sub-spaces. The combinatorics
become particularly dreadful when independent solutions are
being found iteratively. While backtracking search has been
proposed and implemented [7], it does not scale to larger prob-
lems, such as loop nests of the size and complexity of the swim
benchmark. Trading off expressiveness for computational com-
plexity has worked well in practice for many affine loop nests
in which reversals are not a prerequisite for tiling. However, the
stencil computations on periodic domains is an important class
which requires reversal and backward parametric shifts. Other
transformation algorithms like those of Feautrier [3, 4, 5]are
designed to extract the maximal amount of fine-grained paral-
lelism by greedily satisfying dependences as early as possible,
and coefficients of schedules are expected to be non-negative.
This design is not suited for outer parallelism and time tiling.
Though the approach of Lim and Lam [6] does not explicitly
place a restriction on coefficient values, it does not provide
a cost function to choose among valid time partitionings. All
valid solutions are considered equally good as per their metric.

Let a one-dimensional affine transformation forS be given
by:

φS

(

~iS

)

= (c1 c2 . . . cmS
) ·

(

~iS

)

+
(

d1 d2 . . . dmp

)

· (~p) + c0, (1)

c0, c1, c2, . . . , cmS
, d1, d2, . . . , dmp

∈ Z

where ~iS is an iteration vector ofS, mS is the dimensional-
ity of statementS, mp is the number of program parameters,
i.e., symbols appearing in the program (typically representing
problem sizes), and~p is the vector of those program parame-
ters. Each statement has its own set ofci anddi coefficients.
For convenience, the notation we use does not explicitly cap-
ture it, but a superscript specific toS is implied, i.e.,cS

i , dS
i .

The Pluto algorithm [1] iteratively finds such one-dimensional
affine transformations starting from outermost to the innermost
while looking for tilable bands, i.e., forφs satisfying

φSj
(~t) − φSi

(~s) ≥ 0, 〈~s,~t〉 ∈ De. (2)

The objective function it uses is that of reducing dependence
distances using an upper bounding function.

~u· ~p + w −
(

φsj
(~t) − φsi

(~s)
)

≥ 0, 〈~s,~t〉 ∈ De (3)

The coefficients of~u and the constantw are then minimized, in
order of decreasing priority, using the lexicographic minimum
as

lexmin
(

~u, w, . . . , cS
i , dS

i , . . .
)

. (4)

Note that (2) and (3) both have a trivial zero vector solution
and getting rid of it is non-trivial in general, if the coefficients
of φ—the ci’s—are allowed to be negative. Alternatively, if
we trade-off expressiveness for complexity and assume thatall
ci ≥ 0, the zero solution is avoided easily:

mS
∑

i=1

ci ≥ 1.

Pluto currently uses this trade-off [2]. On the other hand,
when negative coefficients are allowed, removing the zero so-
lution from the full space, leads to a union of a large number
of convex spaces. For example, for a 3-d statement, it leads
to eight sub-spaces. For multiple statements, one would geta
product of the number of sub-spaces across all statements, lead-
ing to a combinatorial explosion.



Examples of some transformations that include reversals for
a 2-d iteration space with~iS = (i, j) and~p = (N) are listed
below.

T (~iS) = (i + j, i − j)

T (~iS) = (i, N − j)

T (~iS) = (i + N − j, i − N + j)

1.1 Getting rid of the zero solution

In practice, we never needci, 1 ≤ i ≤ mS to be very large.
Their magnitude represents loop scaling and skewing factors.
Let us assume∀i,−4 ≤ ci ≤ 4 (although the following
approach would generally work for any constantb ≥ 1 with
−b ≤ ci ≤ b). Observe that

(c1, c2, . . . , cmS
) = ~0 ⇔

i=mS
∑

i=1

5i−1ci = 0, i.e.,

(c1, c2, . . . , cmS
) 6= ~0 ⇔
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∣
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∣

∣
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≥ 1.

To get rid of the modulo, we introduce a decision variable
δS ∈ {0, 1} such that

i=mS
∑

i=1

5i−1ci ≥ 1 − δS5mS+1, (5)

−

i=mS
∑

i=1

5i−1ci ≥ 1 − (1 − δS)5mS+1. (6)

Note that5mS+1 − 1 and1 − 5mS+1 are the largest and
smallest values that the LHS of (5) and (6) can take. Hence,
whenδS = 0, constraint (6) does not restrict the space in any
way. Similarly, whenδS = 1, constraint (5) does not restrict
the space either, i.e.,δS = 0 covers the half-space given by

i=mS
∑

i=1

5i−1ci ≥ 1,

andδS = 1 covers the half-space given by

i=mS
∑

i=1

5i−1ci ≤ −1.

Now, with constraints (5) and (6), theδSs can be plugged
into the existing lexicographic minimum objective at the right
places in the following way:
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.

Note that, since we allowci anddi coefficients to be neg-
ative, their absolute values need to be minimized—the lexmin
would not be meaningful otherwise. Minimizing the absolute
value of a variable incurs is easily achieved with another extra
variable. Alternatively, the sum of the absolute values forall co-
efficients associated to a given statement can be minimized—
this leads to one extra variable only per statement. No con-
straint needs to be imposed on the translation coefficientsc0.

1.2 Modeling the full linear independent sub-space

When searching for hyperplanes at a particular depth, the Pluto
algorithm incrementally looks for linearly independent solu-
tions. Hence, this space has to be modeled. LetHS be the ma-
trix with rows representing the linear parts ofφ returned by the
search algorithm, from outermost to the current depth. LetH⊥

S

be the sub-space orthogonal toHS , i.e., each row ofH⊥

S has
null component along the rows ofHS (HS·H

⊥

S = 0). As an
example, letHS be[1 0 0]. Then,

H⊥

S =

[

0 1 0
0 0 1

]

.

For the hyperplane to be linearly independent of previous
ones, it should have a non-zero component in the orthogonal
sub-space, i.e., a non-zero component along at least one of
the rows ofH⊥

S . The linearly independent space is given by:
| c2 | + | c3 |≥ 1. The Pluto algorithm currently chooses
c2 ≥ 0, c3 ≥ 0, c2 + c3 ≥ 1. This restriction to the non-
negative orthant among the four orthants may lead to the loss
of interesting solutions, as the most profitable transformations
may involve hyperplanes with negative coefficients. On the
other hand, considering all orthants for each statement leads
to a combinatorial explosion.

We address the above problem in a way similar to the way
we avoid the zero solution in the previous section. We con-
sider each of the rows ofH⊥

S , and compute the minimum and
maximum values it could take given that the coefficients are
bounded. An expression can then be constructed similar to (5)
and (6) to avoid all of the components in the orthogonal sub-
space being simultaneously zero.

1.3 Complexity

To implement the above changes in the Pluto algorithm, three
more decision variables are added per statement:

• one to avoid the zero solution;

• one for linear independence;

• and one to minimize the sum of the absolute values.

In summary, the number of additional variables to relax the
restriction to the first orthant is equal to three times the number
of statements; this is sufficient to model the complete spaceof
transformations at any given level.

Note that the formulation is still dimension-relative and
characterizes the space of all valid schedules at a given dimen-
sion (nesting depth), on which an objective function can be
applied, and not the complete space of all multi-dimensional
schedules at once. This extension to the Pluto algorithm thus
retains its average case polynomial time complexity with re-
spect to the number of statements and number of dependences.
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