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1 Travelling Salesman Problem (TSP)

The travelling salesman problem is one of Richard Karp’s original 21 NP-complete problems. It is probably
the most famous NP-hard problem, with multiple books and software on the topic. It is used as a benchmark
for many optimisation methods, and has many applications related to chip design, logistics, DNA sequencing,
etc.

1.1 Problem statement

Given a complete undirected graph G = (V,E), with an edge cost function c : E → Q≥0, our goal is to find
a minimal cost cycle that visits each vertex exactly once.

Remark A naive algorithm, which tries all permutations of vertices, runs in O(n!) time. A dynamic
programming algorithm runs in O∗(2n) time (i.e. O(nk2n), for some k ∈ N)

Theorem 1. Unless P=NP, TSP is not approximable within an α(n) factor, for any function α(n) com-
putable in polynomial time.

Proof. HAM-CYCLE, the problem of deciding whether a Hamiltonian cycle exists on a given graph, is known
to be NP-complete. We will prove our result using a reduction of HAM-CYCLE to TSP.
Suppose that an approximation algorithm exists, for some α(n). Given an instance H = (V,E) of HAM-
CYCLE, with |V | = n:

• Add edges to H to make a complete graph G, and assign edge costs as follows:

c(e) =

{
1 if e ∈ E

α(n) · n if e /∈ E

• Observe that if H has a Hamiltonian cycle then OPT-TSP(G) = n, and our algorithm gives an output
with cost ALGO(G) ≤ α(n) · n.

• If H has no Hamiltonian cycle, then OPT-TSP(G) > α(n) · n, as atleast one edge not in H must be
used for any Hamiltonian cycle. Our algorithm gives an output with cost ALGO(G) > α(n) · n.

This algorithm gives us different outputs depending on whether a Hamiltonian cycle exists in H or not. This
would enable us to decide HAM-CYCLE in polytime (a contradiction), so no such algorithm exists.

However, in practice we can assume that edge costs obey the triangle inequality, i.e. c(x, z) ≤ c(x, y)+c(y, z)
for any vertices x, y, z. This is reasonable, because otherwise one can just go from x → y → z and get a
lower cost than c(x, z). More formally, we define the following:

Definition 2 (Metric). A metric on a set S is a function c : S × S → [0,∞) that satisfies the following
properties ∀x, y, z ∈ S:

• Nonnegativity: c(x, y) ≥ 0

• Identity of indiscernibles: c(x, y) = 0 ⇐⇒ x = y
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• Symmetry: c(x, y) = c(y, x)

• Triangle inequality: c(x, z) ≤ c(x, y) + c(y, z).

The rest of this section will focus on the metric TSP problem, i.e. TSP with a metric cost function.

The natural greedy algorithm is as follows:

• Start with an empty edge set.

• At each iteration, add the cheapest edge such that the resulting graph is a subtour of some tour (i.e.
it is a path that does not visit any vertex twice).

Unfortunately, this gives us a Θ(log n)-approximation [’79, Frieze , ’14, Brecklinghaus-Hougardy]

1.2 A 2-approximation algorithm

The general idea is to use some polytime computable proxy (for example shortest path, minimum spanning
tree (MST), max-cut, min-flow, matching) for bounds on OPT, and use that to design our algorithm.

For TSP, observe that the optimal solution S (with cost OPT) is a spanning cycle, and so both an MST
and a minimum-cost maximum matching are lower bounds on OPT (as S contains a spanning tree and a
maximum matching).
Also note that S is a cycle, so each vertex has degree 2. We make use of the following theorem, due to Euler:
An undirected connected graph has an Euler tour (a cycle containing each edge exactly once) iff every vertex
has even degree.

Given a graph G = (V,E), we use the following algorithm:

• Find an MST on G, and duplicate each edge. Each vertex has even degree, so an Euler tour E exists.

• To avoid revisiting vertices, we can ’shortcut’ edges as follows: order the vertices in order of appearance
in E , and remove revisits by going directly to the next vertex. For example, if C → B → D is a section
of the tour and B has been visited already, we replace the two edges CB and BD with the edge CD.
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• Removing all revisits gives us a Hamiltonian cycle S′.

• Because of the metric property, this shortcutting does not increase the cost. So c(S′) ≤ c(E) = 2c(S) =
2 · OPT.

Tight analysis

We consider an example on n vertices (with the n = 6 case shown below), where the thick edges have cost
1 and remaining edges have cost 2 (For arbitrary n, the graph has 2(n − 1) edges of cost 1: (n − 1) radial
edges, and an (n − 1)-cycle). Note that the optimal TSP has cost n, as shown (each edge has cost≥ 1, so
the cost must be ≥ n).

Suppose the MST found by the algorithm consists of all the radial edges, and the Euler tour obtained visits
vertices in the given order. Then shortcutting keeps the total cost constant (at each step, two edges of cost
1 are replaced by an edge of cost 2), so the total cost is 2n − 2. So the approximation ratio is (2n − 2)/n,
which asymptotically goes to 2.

1.3 A 1.5-approximation algorithm [’76, Christofides]

This algorithm follows the same route as the previous one, but instead of duplicating the MST, we add a
minimum-cost perfect matching M on the set of vertices of odd degree in the MST. (Note that this gives
each vertex an even degree). We claim that this gives a 3/2-approximation.
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Let V0 be the set of vertices of MST with odd degree. From the handshaking lemma, we know that |V0| is
even, so a perfect matching exists.

• From the metric property, we know that OPT-TSP(G) ≥ OPT-TSP(V0), as we can use shortcutting
to remove the vertices not in V0.

• The optimal TSP on V0 has an even number of edges. We can partition these into two perfect matchings
(MP1 and MP2) on V0, by selecting alternate edges of the cycle to go in MP1 and MP2, respectively.
Each of these has cost higher than M on V0.

• Putting this together, we get OPT-TSP(G) ≥ OPT-TSP(V0) ≥ 2 · c(M).

• So OPT-ALGO ≤ c(MST ) + c(M) ≤ (3/2) OPT-TSP(G).

Tight analysis

Consider the above graph on 2n + 1 vertices. Suppose the MST consisting of the thick edges is found by
the algorithm. It has only two edges of odd degree (the leftmost and rightmost ones), so adding the edge
joining them gives us an Euler tour of cost 2n + (n + 1). This is a cycle, so the output has cost 3n + 1. In
contrast, the optimal tour (a cycle formed by edges all of length 1) has cost 2n + 1. So the approximation
ratio asymptotically approaches 1.5.

1.4 Variants and known results

• For Metric TSP (also called Symmetric TSP), there is a randomised (1.5 − 10−36)-approximation
algorithm - a small improvement over Christofides’ algorithm. [’21, Karlin, Klein, Gharan]
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– A special case is Graphical TSP: the graph is unweighted, undirected, and not complete, and
the metric is given by the shortest path distance. A 1.4-approximation is the best known. [’12,
Sebo-Vygen]

– Another special case is Euclidean TSP (where the metric is the Euclidean distance). A PTAS
exists for this problem. [’96, Arora, ’97, Mitchell]

• For Asymmetric TSP (where c(u, v) need not be equal to c(v, u), a classical algorithm [’82, Frieze et
al.] gives an O(log n) approximation, and there is an O( logn

log logn ) algorithm due to [’11, Asadpour et

al.]. There is a recent 22 + ε algorithm given by [’20, Traub-Vygen].

• [’13, Karpinski et al.] showed that no 123
122 - or 75

74 approximation exists, for STSP and ATSP respectively.
However, it is conjectured that the actual lower bounds are 4

3 and 2 respectively (based on the integrality
gap of the Held-Karp LP relaxation).

2 Steiner Tree

2.1 Problem statement

Given an undirected graph G = (V,E) with a metric edge cost function c : E → Q≥0 and a set of terminals
R ⊂ V , our goal is to find a minimum cost tree T that connects all terminals.
Note that T can also have vertices from V \R, if necessary. These are called Steiner nodes.

Remark When R = V , this is just the Minimum Spanning Tree problem (MST). The greedy algorithm,
which chooses the cheapest edge that does not close a cycle at each iteration, gives the optimal solution for
this problem.

Theorem 3. A minimum spanning tree on R gives a 2-approximation.

Proof. It is sufficient to show that there exists a spanning tree on R of cost ≤ 2 · OPT, where OPT is the
cost of the optimal Steiner tree.

• Take the optimal Steiner tree and duplicate all its edges.

• Note that each terminal now has even degree, so an Euler tour E exists.

• We can use shortcutting (as mentioned in the TSP section) to convert E to a Hamiltonian cycle, and
then remove an edge to get a spanning tree S.

• Due to the metric property, shortcutting cannot increase the cost, and so c(S) ≤ c(E) = 2 · OPT.
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Tight analysis

Consider the following graph (example shown for n = 6), with n terminals and 1 Steiner node. The MST
on R has n− 1 edges of cost 2, so c(MST ) = 2(n− 1). The optimal Steiner tree, which consists of all radial
edges, has cost n. So our approximation ratio is 2(n− 1)/n, which asymptotically approaches 2.

2.2 Known results

• There is a 1.39-approximation. [’13, Byrka et al.] For quasi-bipartite graphs (graphs where no two
Steiner nodes are adjacent), the same paper gives a 1.22-approximation.

• Unless P=NP, there is no polynomial-time approximation with a factor < 96
95 . [’08, Chleb́ık-Chleb́ıková]

3 Knapsack Problems

The Knapsack problem is a classical combinatorial optimization problem, and is among Richard Karp’s
original 21 NP-Complete problems. Moreover, it is one which is often most needed and implemented in
practice.

3.1 Problem Statement

Consider n items, labelled {a1, · · · , an} , each with an associated integral size and profit, and a knapsack of
integral capacity B. The goal is to find a subset of the items such that their total size is at most B, with
maximum total profit. Note that there are an exponential number of choices for the possible subsets of items.

Example: Consider 3 items {a1, a2, a3}, with associated (size, profit) pairs being (4, 40), (6, 60), (7, 71) re-
spectively. Let the knapsack have capacity B = 10.

In this case, it is easy to see that the optimum total profit OPT is exactly 100, corresponding to packing the
items a1, a2.
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It is interesting to note that the natural greedy approach fails here. Indeed, both

• Sorting and attempting to allot items in decreasing order of profit density

(
profit

size

)
• Sorting and attempting to allot items in decreasing order of profit or size

lead to packing only the item a3 into the bin, yielding a total profit of 71 < OPT = 100. In fact, it can be
shown that greedy can perform arbitrarily bad (no constant approximation factor).

3.2 Dynamic Program for Knapsack

As we shall soon see, dynamic programming for this problem yields a pseudopolynomial time algorithm as
well as a fully polynomial time approximation scheme (FPTAS).

Note that for an optimization problem π, the input instance I consists of

• Objects (e.g. sets, graphs)

• numbers (e.g. costs, profits)

In most cases, it is assumed that the numbers are written in binary. The input size in binary is denoted by
|I|B (4 is represented by 100). Numbers can also be written in unary, in which case the size is denoted by
|I|u (4 is represented by 1111).

To say that a problem is NP-hard means that we know no poly(|I|B)-time algorithm for the problem.
Regardless, the problem may still admit a poly(|I|u)-time algorithm, in which case it is called a pseudopoly-
time algorithm.

• If a problem admits a pseudopolytime algorithm, it is said to be weakly NP-hard. (e.g. knapsack)

• Some other problems are NP-hard even when their input is represented in unary, and these are said to
be strongly NP-hard (e.g. bin packing)

All known pseudopolynomial time algorithms are based on the principle of dynamic programming. The
following is a dynamic program for knapsack.

First, some notation.

• P = max
ai

profit(ai). This means OPT ≤ nP, giving an upper bound on the optimum.

• For any i ∈ [n], p ∈ [P], we define Si,p to be a subset of {a1, · · · , ai} whose total profit is p and total
size is minimized. A(i, p) = size(Si,p) (if no such set exists, it is assigned ∞)

The base case for the DP is as follows.

• A(i, 0) = 0 ∀i ∈ [n]

• A(1,profit(ai)) = size(ai)

• A(1, p) = ∞ for all other p ∈ [nP]
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Using the following recurrence, one can find all the values A(i, p) in O(n2P) time.

A(i + 1, p) =

{
A(i, p) if profit(ai+1) > p

min{size(ai+1 + A(i, p− profit(ai+1), A(i, p)} if profit(ai+1) ≤ p

The first case corresponds to the i + 1th item clearly having too much profit, and hence cannot contribute
to A(i+ 1, p). In the second case, we check whether a subset of {a1, · · · ai+1} that contains ai+1 has more or
less total size compared to a solution in which it is not selected. Note that the maximum profit is at most
B, i.e, max

p∈[nP]
A(n, p) ≤ B.

The runtime of the above DP is O(n · nP) = O(n2P), corresponding to n loops, each of which fills nP DP
cells corresponding to possible total profits.
Clearly the above algorithm is pseudopolynomial, as it is polynomial in terms of the numeric data P.

3.3 FPTAS for Knapsack

We will now attempt to reduce the runtime by discretizing the possible profits p to a smaller subset of [nP],
with some loss in optimality. At a high level, the plan is

• Use discretization into K = εP
n different item sizes to reduce DP size.

O(n2P) → O

(
n2

⌊
P
K

⌋)
= O

(
n2

⌊n
ε

⌋)
which gives run time around O(n3/ε) to get a (1 + ε) approximation.

As a recap, note the following.

Definition 4 (Poly-Time Approximation Scheme (PTAS). A problem admits a PTAS, if for all fixed ε > 0,
there exists a polynomial time (1 + ε) approximation algorithm.

• For maximization problems, this means ALGOε ≥ (1 − ε) · OPT, ∀ε > 0, and all input.

• A PTAS can have running time as bad as nf( 1
ε ), where f is any function.

• The PTAS is said to be efficient (EPTAS) if it has runtime O

(
f

(
1

ε

)
· nc

)
for some c independent

of ε.

• It is said to be fully PTAS (FPTAS) if the runtime is poly
(
n, 1

ε

)
, i.e., O

(
nc1

(
1
ε

)c2)
, for fixed constants

c1, c2

Note: Under complexity theoretic assumptions, i.e., P ̸= NP , then a strongly NP-hard problem admits
no FPTAS. On the other hand, if a problem admits a FPTAS, it also admits a pseudopolytime algorithm.
However, the opposite may not be true. (See: when does a dynamic programming formulation guarantee
the existence of an FPTAS? [Gerhard Woeginer])
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Algorithm: For given ε > 0,

1. Let K = εP
n

2. Define profit′(ai) =
⌊
profit(ai)

K

⌋
3. Use DP with new profit and output the resultant set of items.

Since there are now
⌊P
K

⌋
possible values for the profit instead of P, the runtime becomes

O

(
n · n

⌊
P
K

⌋)
= O(n3/ε)

Now, we prove the approximation guarantee:

profit(ALGO) ≥ (1 − ε) · OPT

First we obtain a lower bound on the total profit of the optimal solution for the original instance in the new
rounded instance.

profit′(ai) ≥
profit(ai)

K
− 1 =⇒

∑
ai∈OPT

profit′(ai) ≥
∑

ai∈OPT

(profit(ai)/K − 1)

=⇒ profit′(OPT) ≥ profit(OPT)

K
− |OPT |

=⇒ profit′(OPT) ·K ≥ profit(OPT) − |OPT | ·K ≥ profit(OPT) − nK

On the other hand,

profit(ALGO) ≥ K · profit′(ALGO) ≥ K · profit′(OPT)

where the first inequality follows from the definition of profit, and the second is because ALGO is optimal
for profit′ due to DP. Combining these inequalities,

profit(ALGO) ≥ profit(OPT) − nK = OPT−εP ≥ OPT−ε · OPT ≥ (1 − ε) · OPT

3.4 Generalizations of Knapsack

One natural generalization of the above problem is 2-D knapsack, where the items are rectangles, and we
need to pack them geometrically into the knapsack.
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Geometric Knapsack (2-D):

• The input is rectangles I := {R1, · · · , Rn}, each Ri has integral width and height (wi, hi) and profit
pi. We need to pack them into a square K ×K knapsack.

• We need to find an axis parallel non-overlapping packing of a subset of input rectangles into the
knapsack that maximises the total profit.

There are variants of this where rotation is not allowed. It is open if 2D knapsack admits a PTAS, and the
best known result is a 1.89 approximation [FOCS ’17]

4 Bin Packing

Bin packing is a classical NP-hard problem, with many applications in problems relating to databases,
logistics, robotics, cloud computing, etc. In some ways, it is the cornerstone of approximation algorithms,
as the term ”approximation algorithm” was coined by David Johnson in the early 70’s in his thesis on bin
packing.

4.1 Problem Statement

Given a list of items I = (x1, · · · , xn) with sizes in the interval [0, 1], our goal is to find a packing into a
minimum number of unit sized bins.
Some of the most basic and natural approximation algorithms for this problem are as follows.

• Next Fit: Pack xi into the bin opened most recently if it fits; open a new bin if necessary. This
requires O(n) time to implement, and it can be shown that this gives a 2 approximation.

• First Fit: A less ”lossy” variant of the above is first fit, where bins are not closed, and xi is packed
into the first bin where it fits. It can be shown that this gives a 1.7 approximation.

• Best Fit: In this, xi is packed into the fullest bin where it fits; and a new bin is opened if necessary.
It can be shown that this gives a 1.7 approximation.
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4.2 Hardness of Bin Packing

In this section, we will show that there is no (3/2− ε) approximation for bin packing for any ε > 0, provided
P ̸= NP by considering the Partition Problem.

Partition: Decide if n numbers {a1, · · · , an} can be partitioned into 2 sets A and B such that both have
size (

∑n
i=1 ai)/2. This problem is known to be NP complete.

Now, suppose a (3/2 − ε) polytime approximation algorithm for bin packing existed. This implies that
Partition can be decided, as will see from a reduction from Partition on the instance (a1, · · · , an) to Bin
packing on the instance (a1, · · · , an) with bin size (

∑n
i=1 ai)/2. Indeed, consider the following 2 cases

• Suppose the answer for Partition was YES: In this case the partition yields a packing into 2
bins, and this is clearly optimum. Using the (3/2− ε) approximation algorithm, we get a packing into
bins of number ≤ (3/2 − ε) · 2 = 3 − 2ε < 3. Hence, a packing with 2 bins is returned.

• Suppose the answer for Partition was NO: In this case, the items cannot be packed into 2 bins,
and we need ≥ 3 bins.

Hence, based on the output of our algorithm, we can solve the partition problem. However, this only says
that obtaining a packing with < 3 bins when OPT = 2 is difficult, and doesn’t consider the case when
OPT → ∞ (asymptotic case)

• Asymptotic approximation ratio: This is defined to be

lim
n→∞

sup ρnA

where

ρnA = sup
I∈I

{
A(I)

OPT(I)
: OPT(I) = n

}
• APTAS (Asymptotic PTAS): An algorithm with asymptotic approximation ratio (1 + ε), that is,

ALGO ≤ (1 + ε) · OPT +o(OPT)

We will prove the following theorem in this lecture:

Theorem 5. For any ε ∈ (0, 1
2 ], there exists an algorithm Aε that runs in poly(n) time that returns a

packing in ≤ (1 + 2ε) · OPT +1 many bins,

First consider the case when all items are big, (size ≥ ε, and are of few types (K distinct item sizes.). (Big
and few)

• This implies the number of items in each bin is ≤
⌊
1
ε

⌋
:= M

• Number of bin types ≤
(
M+K
M

)
= MO(K) := R

(Consider the number of non-negative integer solutions to

K∑
i=1

xi = M , which can be seen to be(
M+K−1

M

)
by choosing K − 1 dividers among M + K − 1 dots)

• The bin type is a non- negative K dimensional vector corresponding to the number of each item, i.e.,

(v1, · · · , vK) such that

k∑
i=1

vi ≤ M
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• The number of feasible packings of t ≤ OPT ≤ n bins , by the same argument as before is

≤
(
t + R

R

)
= tO(R) = poly(t) = poly(n)

.

• Hence, we can bruteforce for all t ≤ n to obtain a poly(n) algorithm.

In the general case, the idea is to round the item sizes in order to reduce the number of bin configurations
possible so that we can make use of the above result.

Consider an instance of BP where all item sizes are ≥ ε (Big), we will exhibit an algorithm ALGO′ such
that

ALGO′ ≤ (1 + ε) · OPT

We make use of linear grouping, where we sort items by increasing size, and partition them into K :=
⌈

1
ε2

⌉
of size ≤ Q =

⌊
nε2

⌋
.

Let I be the problem instance.

Define J , J ′ as follows

• Construct J by rounding up the size of each item in I to the size of the largest item in the group it
belongs to. Note that J has K types (Big and few).

• Similarly construct J ′ by rounding down the size of each item in I to the size of the smallest item in
the group it belongs to.
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• Clearly OPT(J ′) ≤ OPT(I), as the items of J ′ are smaller than the corresponding items in I, and
hence a solution for I also gives a solution for J ′.

• Now note that the the instance J ′ can actually be thought of as a rounded up instance of J . Indeed,
ignoring the last group gK in J , note that

i ∈ gi =⇒ size(i) ≤ size(j), ∀j ∈ g′i+1, 1 ≤ i ≤ K − 1

Thus, since there are at most Q many items in gK , which can be packed separately in at most Q bins,
we get

OPT(J) ≤ OPT(J ′) + Q ≤ OPT(I) + Q

• As OPT(I) ≥ size(I) ≥ nε, Q =
⌊
nε2

⌋
≤ ε · OPT(I)

• So, ALGO′ = OPT(J) ≤ (1 + ε) · OPT(I)

We still need to handle the small items, however. Hence, our final algorithm is as follows.

PTAS for bin packing:

• Keep aside the < ε size items in the instance I.

• On the remaining big items, use the technique of linear grouping to get O(1) item types.

• Solve this rounded up instance in polynomial time, as it belongs to the Big and Few class.

• Now round down each item to its original size, and use this packing.

• Pack the remaining < ε size items using first fit.

Proof of correctness: Given the BP instance I, we construct I ′ by discarding the < ε size items. The
algorithm for BIG gives a packing in at most (1 +ε) ·OPT(I ′) many bins for I ′. The small items are packed
as in first fit into the already existing packing, i.e., an additional bin is opened if an item does not fit into
any already open bin.
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• Case 1: No additional bins were opened. In this case, the number of bins used to pack I is the same
as I ′, and

(1 + ε) · OPT(I ′) ≤ (1 + ε) · OPT(I)

yielding the approximation guarantee.

• Case 2: Additional bins were opened. If M is the number of bins, then at least (M −1) bins are (1−ε)
full (contain items of total size at least 1 − ε) as first fit wouldn’t have opened the M th bin otherwise.

(1 − ε) · (M − 1) ≤ size(I) ≤ OPT(I)

=⇒ M ≤ OPT(I) · 1

1 − ε
+ 1 ≤ (1 + 2ε) · OPT(I) + 1

where we used 1
1−ε ≤ (1 + 2ε) ∀ 0 < ε ≤ 1

2

In fact, one can do much better, and the asymptotic constant can be made to be made to be exactly 1. The
current best polytime algorithms give

• OPT +O(log2 OPT) [’82, Karp-Karmakar]

• OPT +O(log OPT) [SODA ’17, Rothvoss-Hoberg]

The big open question in this area is easily stated: Can we get an OPT +1 packing for BP in polynomial
time? Note that the 3/2 hardness does not rule this out, and this is essentially the best one can hope for.

4.3 Generalizations

The natural extension of this problem is geometric bin packing, where the items are rectangles and the bins
are unit squares. The best result in this area is a 1.41 asymptotic approximation, for both with and without
rotations [SODA ’14, Bansal -Khan]

Two - Dimensional Geometric Bin Packing:

• Given: Collection of rectangles (by width, height)

• Goal: Pack them into minimum number of unit square bins. The packing must be orthogonal, i.e., the
rectangles are packed parallel to bin edges.

• Both the cases where 90◦ rotations are allowed and not allowed (without rotations) are of interest.

Vector Bin Packing: This is a problem analogous to virtual machine placement in cloud computing, where
we have many jobs (items), each that require some resources (dimensions), such as CPU, memory, network,
disk, I/O. etc. These need to be allotted (packed) to servers (bins).

• Hence, the items here are multidimensional non negative vectors, and the bins are vector bins.

• The goal is to assign all jobs (items) to the servers (bins) such that the minimum number of servers
are needed,

• Some hallmark results for this problem include a 0.81 + ln(d) approximation [SODA ’16]

and proof that Ω(ln d) asymptotic approximation is the best one can hope for [FOCS’21]

For more results on multidimensional bin packing, one can refer to [Christensen -Khan -Pokutta Tetali]
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https://ieeexplore.ieee.org/document/4568405
https://epubs.siam.org/doi/10.1137/1.9781611974782.172
https://dl.acm.org/doi/10.5555/2374.2634076
https://epubs.siam.org/doi/pdf/10.1137/1.9781611974331.ch106
https://arxiv.org/abs/2101.02854
https://www.sciencedirect.com/science/article/pii/S1574013716301356
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