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Week 4
LP-based Approximation Algorithms

Instructor: Arindam Khan Scribe: Siddhartha Sarkar

1 Introduction to Rounding

We have discussed linear programming last week. This week we will discuss some applications of linear
programming in approximation algorithms. We will start with some rounding techniques that will use
properties of linear programs. We will apply the techniques to design approximation algorithms for the Set
Cover problem.

Definition 1 (Set Cover). Given a universe U of n elements, U := {e1, . . . , en} and a collection of subsets
of U , S := {S1, . . . , Sk} with a cost function c : S → Q+, the goal is to pick the minimum cost subcollection
of S that covers all the elements of U .

Definition 2 (Frequency of a Set Cover instance). The frequency of a Set Cover instance is defined as the
maximum number of sets in which an element of the universe belongs to.

A typical application of the Set Cover problem is the following. Suppose a buyer has a list of items to
buy denoted by U . There are sellers who sell collection of items Si ⊆ U with cost cSi

. A seller will sell
her items only when the entire set of items are bought. The goal is to find the set of sellers who sell items
that taken together cover U , (possibly multiple copies of the same item will be purchased) such that the
cost is minimized. The Set Cover problem is known to be NP-complete [1]. Also, the Integer Program is
NP-complete [1]. First we will consider an integer program for the Set Cover problem.

min
∑
S∈S

cSxS (1)

subject to ∑
e:e∈S

xS ≥ 1 ∀e ∈ U

xS ∈ {0, 1} ∀S ∈ S

Here, for every set S ∈ S, a boolean variable xS is taken which assumes value 1 if S is part of the
set cover, otherwise xS assumes value 0. Therefore, the objective function represents the total cost of the
selected sets. There are |U | constraints. The constraint for element e ∈ U captures the fact that at least one
set containing e must be selected.
The following is a relaxation of the integer program (1).

min
∑
S∈S

cSxS (2)

subject to ∑
e:e∈S

xS ≥ 1 ∀e ∈ U

xS ≥ 0 ∀S ∈ S
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Now, let’s look at a toy example. Let the universe be U = {e1, e2} and the collection of sets be S =
{S1, S2} where S1 = {e1} and S2 = {e1, e2}. For simplicity assume that the sets have cost 1, i.e., c(S1) = 1,
c(S2) = 1. We can write the integer program for this set cover instance as below.

min xS1 + xS2 (3)

subject to
xS1 + xS2 ≥ 1

xS2 ≥ 1

xS1
, xS2

∈ {0, 1}

Clearly the optimal solution is to pick the set S2 which is in fact the entire universe U , with cost OPT = 1.
Now, the LP-relaxation of the above integer program is as below.

min xS1
+ xS2

(4)

subject to

xS1 + xS2 ≥ 1 (5)

xS2 ≥ 1 (6)

xS1
, xS2

≥ 0 (7)

By the first constraint (5), the cost of the relaxed LP (4) is at least 1.

xS1
+ xS2

≥ 1

Since the integer program (3) has a minimization objective and has optimal value 1, the relaxed LP (4) must
have cost ≤ 1. Thus, considering these two together we realize that the LP cost is 1 which is same as the
OPT for the integer program. Hence for this instance of set cover, the LP is exact. But this may not be
true in general.

Now, let’s look at another toy example. Let the universe be U = {e1, e2, e3} and the collection of sets
be S = {S1, S2, S3} where S1 = {e1, e2}, S2 = {e2, e3} and S2 = {e3, e1}. For simplicity assume that the
sets have cost 1, i.e., c(S1) = 1, c(S2) = 1, c(S3) = 1. We can write the integer program for this set cover
instance as below.

min xS1
+ xS2

+ xS3
(8)

subject to
xS1

+ xS2
≥ 1

xS2
+ xS3

≥ 1

xS3
+ xS1

≥ 1

xS1 , xS2 , xS3 ∈ {0, 1}

Since every set contains exactly 2 elements and the universe has 3 elements therefore OPT ≥ 2 for the
integer program (8). In fact, one can take any two of the three sets and that will be a valid set cover.
Whereas xS1

= 1/2, xS2
= 1/2, xS3

= 1/2 is a valid LP solution. Therefore the optimal LP cost is ≤ 3/2.
If LP denotes the optimal LP cost then

OPT/LP ≥ 2/(3/2) = 4/3
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It shows that the LP is not exact. Rather it implies that the integrality gap of the set cover LP is at least 4/3.
We have already seen the definition of integrality gap last week. In fact, one can show that the integrality
gap of the set cover is LP is Ω(log n). In section 6, we will see a set cover instance for which the integrality
gap is Ω(log n). Since we get a fractional solution by solving the LP, we must somehow be able to process
this fractional solution (in [0, 1]) to obtain the integer solution (in {0, 1}). Here, we use the technique called
rounding. There are two kinds of rounding techniques: deterministic rounding and randomized rounding.
We will discuss them in the following two sections.

2 Deterministic Rounding

The simplest idea of rounding is to use a particular threshold to round up or down. For some threshold
θ ∈ [0, 1] and xi ∈ [0, 1], one can round xi to x̃i as below

x̃i =

{
1 if xi ≥ θ
0 if xi < θ

(9)

Now, what would be a good θ for the set cover LP so that we can obtain a good approximation ratio?

2.1 Set cover

Let f denote the frequency of a set cover instance (see (2) for defintion). We consider an item e ∈ U . Suppose
e belongs to h ≤ f number of sets in S, say, S1, . . . , Sh. The LP constraint corresponding to e necessitates
that at least one set out of S1, . . . , Sh, is selected.

xS1
+ . . .+ xSh

≥ 1

=⇒ max(xS1
, . . . , xSh

) ≥ 1/h (By averaging argument)

≥ 1/f

So, in a feasible solution to the LP, for every constraint, at least one of the variables, say, xSt
≥ 1/f . Here

is a deterministic rounding algorithm that captures this property to obtain an f -approximation to the set
cover problem, where f is the frequency of the instance as defined earlier (2).

Algorithm 1: ALGO-DET

1 Find optimal solution to the LP-relaxation.
2 Pick all sets S for which xS ≥ 1/f .

Claim 3. Algorithm ALGO-DET gives a feasible solution.

Proof. Let C be the collection of sets picked by the algorithm. Any element e ∈ U appears in at most f sets.
As
∑

S:e∈S xS ≥ 1, one of the sets covering e must have xS ≥ 1/f in the LP fractional solution. So, S ∈ C
for at least one set S containing e and thus C is a feasible solution.

Claim 4. Algorithm ALGO-DET gives an f -approximation solution.
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Proof. Let the solution provided by the Algorithm ALGO-DET (1) for an instance I be ALGO(I). Therefore

ALGO(I) =
∑
S∈C

c(S)

= f
∑
S∈C

c(S)
1

f

≤ f
∑
S∈C

c(S)xS (∵ xS ≥ 1/f ∀S ∈ C)

≤ f
∑
S∈S

c(S)xS (∵ C ⊆ S)

= f · LP (I) (where LP (I) is cost of the optimal LP solution)

≤ f ·OPT (I) (where OPT (I) is cost of the optimal integral solution)

2.2 Vertex Cover

Observe that the vertex cover problem is a special case of the set cover problem. In the vertex cover problem,
given a graph the goal is to cover all the edges using minimum number of vertices. Here the edges are the
items and the edges incident to each vertex defines a set. Since an edge is incident to exactly 2 vertices, the
frequency of vertex cover instances is 2. Therefore the deterministic rounding algorithm above (Algorithm
1) is a 2-approximation for the weighted vertex cover problem.

Now, we will see another 2-approximation for the vertex cover problem. Recall that an extreme point
solution of a set of linear inequalities is a feasible solution that cannot be expressed as a convex combination
of two other solutions. We will show that the vertex cover LP has a special structure and all the coordinates
of an extreme point solution are either 0 or 1 or 1/2. If they are either 0 or 1, the solution is called integral.
In this case, since the coordinates are multiples of 1/2, therefore we call it a half-integral solution.

The technique we will use is called pipage rounding. Here we start from a fractional solution and get
another solution by making small changes. First we write the LP-relaxation for the vertex cover problem.

min
∑
v∈V

cvxv (10)

subject to
xu + xv ≥ 1 ∀(u, v) ∈ E

xv ≥ 0 ∀v ∈ V

If we can prove that the above linear program is half-integral, we immediately obtain a 2-approximation due
to the following algorithm.

Algorithm 2: ALGO-VC

1 Find optimal solution to the LP-relaxation.
2 Pick all vertices v for which xv ≥ 1/2.

Lemma 5. Let x be a feasible solution to the LP (10) that is not half-integral. Then, x is the convex
combination of two feasible solutions and is therefore not an extreme point solution for the set of inequalities
in the LP (10).
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Proof. Consider the set of vertices for which solution x does not assign half-integral values. Partition this
set as follows.

V+ = {v | 1/2 < xv < 1}, V− = {v | 0 < xv < 1/2}

For ε > 0, define the following two solutions y and z.

yv =


xv + ε if xv ∈ V+

xv − ε if xv ∈ V−
xv otherwise

(11)

zv =


xv + ε if xv ∈ V−
xv − ε if xv ∈ V+

xv otherwise

(12)

By assumption, V+ ∪ V− 6= ∅, and so x is distinct from y and z. Furthermore, x is a convex combination of
y and z, since x = 1

2 (y + z). We will show, by choosing ε > 0 small enough, that y and z are both feasible
solutions for LP (10), thereby establishing the lemma.
Ensuring that all coordinates of y and z are nonnegative is easy. Next, consider the edge constraints of
the LP (10). Suppose xu + xv > 1 for some (u, v) ∈ E. Specifically, suppose xu + xv = 1 + ε1. Clearly,
by choosing ε < ε1/2, we can ensure that y and z do not violate the constraint for such an edge. Finally,
consider an edge such that xu + xv = 1. Now, there are three cases as below.

i) xu = 0, xv = 1 or vice versa.

ii) xu = xv = 1/2.

iii) xu ∈ V+, xv ∈ V− or vice versa.

For the first two cases, xu = yu = zu and xv = yv = zv. For the third case, xu + xv = yu + yv = zu + zv.

There are many examples of rounding in the textbooks. The following are a few.

• Minimizing the weighted sum of completion times on a single machine in section 4.2 in W-S book [2].

• The Prize collecting Steiner Tree problem in section 4.4 in W-S book [2].

• The Uncapacitated Facility Location Problem in section 4.5 in W-S book [2].

• The Bin Packing Problem in section 4.6 in W-S book. Also the iterative rounding technique discussed
in chapter 11 is an interesting read.

3 Randomized Rounding

Again we consider the set cover LP-relaxation (2). Here we view the LP solution as a probability distribution.
Consider the following algorithm.

Algorithm 3: Randomized Rounding

1 Find optimal solution to the LP-relaxation.
2 Pick a set S with probability xS .
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Let C be the collection of sets returned by this algorithm. The expected cost of the solution is E[cost(C)].

E[cost(C)] =
∑
S∈S

P[S is picked]cS

=
∑
S∈S

xScS

= OPTf (OPTf is the fractional optimal solution) (13)

Is the set C a feasible solution? If yes, how good is the solution? What is the probability that some item
a ∈ U is covered by C?
Assume that a occurs in k sets Si1 , Si2 . . . . , Sik . Therefore, we have the following LP constraint

xSi1
+ . . .+ xSik

≥ 1 (14)

P[a is covered by C] = 1−
k∏

l=1

(1− xSil
) (15)

Using AM-GM inequality, we get( k∏
l=1

(1− xSil
)

)1/k

≤
∑k

l=1(1− xSil
)

k
=
k −

∑k
l=1 xSil

k
≤ k − 1

k

The last inequality above is due to (14). Simplifying further we get

k∏
l=1

(1− xSil
) ≤

(
1− 1

k

)k

=⇒ −
k∏

l=1

(1− xSil
) ≥ −(1− 1

k
)k ≥ −1

e
(16)

The last inequality holds true because

e−x ≥ 1− x, ∀x > 0

e−1/k ≥ 1− 1

k
, ∀k > 0

e−1 ≥ (1− 1

k
)k, ∀k > 0

From the property of the AM-GM inequality, we know that equality holds in (16), when xSi1
= . . . = xSik

.
Combining (15) and (16), we get

P[a is covered by C] ≥ 1− 1

e

So each element is covered with constant probability in C. But we want all items to be covered with non-zero
probability. To get a complete set cover, independently pick c log n such subcollections, and compute their
union, say C′

, where c is a constant such that(
1

e

)c log n

≤ 1

4n

Now,

P[a is not covered by C
′
] ≤

(
1

e

)c log n

≤ 1

4n
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Summing over all elements a ∈ U , we get

P[a is not covered by C
′
] ≤ n. 1

4n
≤ 1

4
(17)

So the probability of the bad event that C′ does not cover an element a is at most 1/4. By linearity of
expectation,

E[C′] ≤ OPTf .c log n (Using 13)

Applying Markov’s Inequality, with t = OPTf .4c log n, we get

P[cost(C′) ≥ OPTf .4c log n] ≤ 1

4
(18)

From (17) and (18), the probability of the union of the two undesirable events is ≤ 1/2. Hence,

P[C′ is a valid set cover and has cost ≤ OPTf .4c log n] ≥ 1/2

Observe that we can verify in polynomial time whether C′ satisfies both these conditions. If not, we repeat
the entire algorithm. The expected number of repetitions needed is at most 2.

3.1 Randomized rounding with alteration

Now, we use another rounding technique for the set cover LP. Let ∆ be the cardinality of the largest set in
the given collection of sets.

Algorithm 4: Randomized Rounding with Alteration

1 Let x∗ be the optimal LP solution.
2 Phase 1. Randomized Rounding:
3 Set A = ∅.
4 Add to A each set S ∈ S with probability min{1, ln ∆.x∗S}
5 Phase 2. Alteration starts:
6 Let U ′ be the set of elements uncovered by the chosen sets in A.
7 for each uncovered element i ∈ U ′ do
8 Add to A the cheapest set that covers i.
9 end

10 return A

Let C1, C2 be the costs of the sets chosen in phase 1 and phase 2 respectively. First we compute the
expectation of C1. Let c(S) be the cost incurred for selecting set S.

E[C1] ≤ ln ∆
∑
S∈S

c(S)x∗S

= ln ∆.OPTLP (19)

where OPTLP is the cost of the optimal fractional LP solution.

Let εi be the event that the element i is not covered after Phase 1.

Claim 6. P[εi] ≤ 1/∆.
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Proof. An element i is not covered if none of the sets Si1 , . . . , Sit containing it is chosen.

P[εi] =
∏
S3i

(1− ln ∆.x∗S)

≤
[∑

S3i(1− ln ∆.x∗S)

ci

]ci
(where ci = |S : S 3 i| and applying AM-GM inequality)

=

[
1−

ln ∆
∑

S3i x
∗
S

ci

]ci
≤
[
1− ln ∆

ci

]ci
(By the LP constraint

∑
S3i

x∗S ≥ 1)

≤ e− ln ∆ (∵ e−x ≥
(

1− x

z

)z

)

=
1

∆

Lemma 7. Let βi be the cost of the cheapest set covering i. Then∑
i∈U

βi ≤ ∆.OPTLP

Proof. We have the LP constraint ∑
S3i

x∗S ≥ 1 ∀i ∈ U

Then by using the definition of βi, we have∑
S3i

cSx
∗
S ≥ βi

∑
S3i

x∗S ≥ βi (20)

Hence ∑
e∈U

βe ≤
∑
e∈U

∑
S:S3e

cSx
∗
S ≤

∑
S∈S

cSx
∗
S |S| ≤ ∆

∑
S∈S

cSx
∗
S = ∆.OPTLP

The first inequality is due to (20), the second inequality is trivial, the third inequality holds since ∆ is the
cardinality of the largest set S ∈ S.

Lemma 8. E[C2] ≤ OPTLP .

Proof. We have

E[C2] =
∑
i

P[εi]βi

=
∑
i

1

∆
βi (By claim (6))

≤ OPTLP (By lemma (7)) (21)

Combining (19) and (21), we get

E[C1 + C2] = E[C1] + E[C2] (Linearity of expectation)

≤ ln ∆.OPTLP +OPTLP

Hence the Algorithm (4) yields a feasible solution of expected cost (1 + ∆)OPTLP .
There are many other examples of randomized rounding in the textbooks. We mention some of them below.
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• MAX-SAT in section 5.4 in W-S book [2].

• Non-linear randomized rounding in section 5.6 in W-S book [2].

• The Prize Collecting Steiner Tree Problem in section 5.6 in W-S book [2].

• The Uncapacitated Facility Location Problem in section 5.8 in W-S book [2].

• Integer commomdity flow in section 5.10 in W-S book [2].

There are some more advanced applications in chapter 12 of the W-S book [2].

4 Primal-Dual Schema

The primal-dual schema is a fundamental technique in algorithm design. Last week we have seen the com-
plementary slackness conditions for the primal and dual LPs. We know that the optimal solutions to linear
programs are characterized by the fact that they satisfy all the complementary slackness conditions. The pri-
mal–dual schema for exact algorithms is driven by these conditions. Starting with initial feasible solutions to
the primal and the dual programs, it iteratively starts satisfying complementary slackness conditions. When
they are all satisfied, both solutions must be optimal. During the iterations, the primal is always modified
integrally, so that eventually we get an integral optimal solution.

In general, the LP-relaxation for an NP-hard problem will not have an optimal solution which is integral.
Still it is possible to adapt the complementary slackness scheme to design approximation algorithms for such
problems. Consider the following primal program, written in standard form

min

n∑
j=1

cjxj

subject to
n∑

j=1

aijxj ≥ bi, i ∈ [m]

xj ≥ 0, j ∈ [n]

The dual program is

max

m∑
i=1

biyi

subject to
m∑
i=1

aijyi ≤ cj , j ∈ [n]

yi ≥ 0, i ∈ [m]

Relaxed primal complementary slackness conditions:
Let α ≥ 1.
For each 1 ≤ j ≤ n: either xj = 0 or cj/α ≤

∑m
i=1 aijyi ≤ cj

Relaxed dual complementary slackness conditions:
Let β ≥ 1.
For each 1 ≤ i ≤ m: either yi = 0 or bi ≤

∑n
j=1 aijxj ≤ βbi

E0 249: Approximation Algorithms, Spring 2022-9



Proposition 9. If x and y are primal and dual feasible solutions satisfying the conditions stated above then

n∑
j=1

cjxj ≤ αβ
m∑
i=1

biyi

Proof.

n∑
j=1

cjxj ≤ α
n∑

j=1

( m∑
i=1

aijyi

)
xj (from the relaxed primal slackness condition)

= α

m∑
i=1

( n∑
j=1

aijxj

)
yi (changing the order of summation)

≤ αβ
m∑
i=1

biyi (from the relaxed dual slackness condition)

The Proposition (9) above implies that the primal and dual costs corresponding to x and y are kind of close.
Let d∗ be the optimal dual solution and p∗ be the optimal primal solution. Observe that

m∑
i=1

biyi ≤ d∗ = p∗ ≤
n∑

j=1

cjxj

Combining the above relation with Proposition (9), we get

n∑
j=1

cjxj ≤ αβ
m∑
i=1

biyi ≤ αβd∗ = αβp∗

Thus x is in fact an αβ-approximation. Now, we state the high level idea to design such an approximation
algorithm.

• Start with trivial primal infeasible and dual feasible solution: x = 0, y = 0.

• Iteratively improve the feasibility of the primal and the optimality of the dual.

• The primal solution is always extended integrally.

• Finally, return a primal feasible solution.

Intuitively, the final primal and dual solutions are not too far in terms of cost. The creative part of designing
such a primal-dual schema is choosing the value of α and β. Then which constraints to make tight while the
algorithm progresses etc. are to be thought out well. For the set cover problem, we first write the dual of
the LP (2).

max
e∈U

ye (22)

subject to ∑
e:e∈S

ye ≤ c(S), S ∈ S

ye ≥ 0 e ∈ U

We will choose α = 1 and β = f and obtain an f -approximation using the primal-dual schema.

E0 249: Approximation Algorithms, Spring 2022-10



Primal conditions

∀S ∈ S : xS 6= 0 =⇒
∑
e:e∈S

ye = c(S)

Set S will be said to be tight if
∑

e:e∈S ye = c(S). Since we will increment the primal variables integrally,
we can state the condition as: Pick only tight sets in the cover.
To maintain dual feasibility, we do not overpack any set, i.e.,

∑
e:e∈S ye ≤ c(S).

Dual conditions

∀e : ye 6= 0 =⇒
∑

S:e∈S
xS ≤ f

As we use integral x, this says that each element with non-zero dual can be covered at most f times. This
is trivially satisfied.
Now, we present the algorithm.

Algorithm 5: Primal-Dual Schema for Set Cover

1 Initialization: x← 0, y ← 0
2 while there is an element not yet covered do
3 Pick an uncovered element, say e, and raise ye until some set goes tight.
4 Pick all tight sets in the cover and update x.
5 Declare all the elements occurring in these sets as “covered”.

6 end
7 return x

Theorem 10. The Algorithm (5) returns a feasible solution with an approximation factor of f .

Proof. The while loop ensures that there will be no uncovered elements and no overpacked sets at the end
of the algorithm. Thus, the primal and dual solutions will both be feasible. Since they satisfy the relaxed
complementary slackness conditions with α = 1 and β = f , by Proposition (9) the approximation factor is
f .

5 Dual Fitting

In this section, we will study dual fitting using LP duality. Basically, we will use the duality theory to
analyse algorithms which don’t use linear program explicitly. For example, we have already seen the greedy
algorithm for set cover. We will use dual fitting to give an analysis to that algorithm which is an O(log n)
approximation. For some problems, it is easier to analyse the algorithms using dual fitting compared to
other methods. It is very similar to the primal dual schema discussed in the previous section. But there
is a subtle difference. The algorithm is computing some primal solution and we claim that it is fully paid
by the computed dual. Unlike the primal-dual schema where we relax the primal complementary slackness
condition and maintain dual feasibility, here we relax the feasibility of the dual. So we will get some dual
which is infeasible and then we will shrink the dual to get a feasible dual solution. The shrinking factor will
be shown to be small. Before the shrinking, the primal and the dual values are the same. Let us recall the
greedy algorithm for set cover.
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Algorithm 6: Greedy Algorithm for Set Cover

1 Initialization: C = ∅. # Here C is the set of already covered elements
2 while C 6= U do
3 Pick an uncovered element, say e, and raise ye until some set goes tight.
4 Find the most cost effective set S.
5 Let αS = cost(S)/|S \ C|.
6 Pick S.
7 C ← C ∪ {S}.
8 end
9 return the picked sets

Now, we use the dual of the set cover LP-relaxation to analyse the greedy algorithm (6). Let ALGO be the
cost of the solution returned by the algorithm (6). We defined αS for every set S ∈ S. We can define the
dual variables as price(e) for every e ∈ U and set price(e) = αS , where S covered e as per the algorithm.
Then ∑

e∈U
price(e) =

∑
S is picked

cost(S) = ALGO

If we define the dual variables like this, then the dual solution may not always be feasible because the
constraints in the dual LP (22) may not hold. So we will shrink the dual values and show that they form a
feasible dual solution after shrinking. For each element e ∈ U define

ye =
price(e)

Hn

where Hn =
∑n

i=1 1/i.

Lemma 11. The solution y defined above is a feasible solution for the dual program (22).

Proof. Consider a set S ∈ S consisting of k elements. Number the elements in the order in which they are
covered by the algorithm, breaking ties arbitrarily, say e1, . . . , ek.
Consider the iteration in which the algorithm covers element ei. At this point, S contains at least (k− i+ 1)
uncovered elements. Thus, in this iteration, S itself can cover ei at an average cost of at most c(S)/(k−i+1).
Since the algorithm chose the most cost-effective set in this iteration, price(ei) ≤ c(S)/(k − i+ 1). Thus

yi ≤
1

Hn

c(S)

(k − i+ 1)

Summing over all elements in S

k∑
i=1

yei ≤
c(S)

Hn

(
1

k
+

1

k − 1
+ . . .

1

1

)
=
Hk

Hn
c(S) ≤ c(S)

Thus, the shrunken dual y is a feasible solution.

Theorem 12. The approximation guarantee of the greedy set cover algorithm 6 is Hn.

Proof. The cost of the set cover picked by the algorithm is∑
e∈U

price(e) = Hn

(∑
e∈U

ye

)
≤ HnOPT
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What is the best shrinking factor we can get? To answer this question, we will discuss the factor-revealing
LP. Consider price(e) = ye. For a set S ∈ S, we want to get the minimum

min Z

such that ∑
e∈S

ye/Z ≤ c(S)

In fact, we want to find the minimum Z over all sets S and all instances of the set cover problem. Let the
elements of S be 1, 2, . . . , k and corresponding dual variables be y1, y2, . . . , yk. Without loss of generality,
assume that y1 ≤ . . . ≤ yk. Then

Z ≥
k∑

i=1

ye/c(S)

Just before element i was covered, total dual offered to S ≤ (k − i + 1)yi. This can’t be more than c(S),
otherwise we would have selected S only. We can write this LP as

max

k∑
i=1

yi/c(S)

subject to
∀i ∈ [k] : yi ≤ yi+1

∀i ∈ [k] : (k − i+ 1)yi ≤ c(S)

∀i ∈ [k] : yi ≥ 0

∀S ∈ S : c(S) ≥ 1

We can set c(S) = 1 for all S ∈ S. Then the objective function becomes
∑k

i=1 yi and this is the factor-
revealing LP. The solution of this LP gives us the shrinking factor. In general, we may not use all relevant
properties of the algorithm and may not get tight analysis. However, in this case the optimal solution of the
LP is xi = 1/(k − i+ 1) which gives Z ≥

∑k
i=1

1
i . This implies a shrinking factor of O(log n).

There are more applications of the factor-revealing LP in the papers [3] and [4].

6 Integrality Gap of the Set Cover LP

We have discussed about integrality gap of LP-relaxations last week. An important point to note is that
merely proving that the integrality gap is ≤ x does not imply an x-approximation as we may not know how
to do the rounding. To prove that an LP-relaxation of some problem has a large integrality gap, we have to
show one instance of the problem for which the ratio between the integral and the fractional solution is large.
The integrality gap is a lower bound on the performance guarantee that can be achieved by any LP-based
method we have seen. We refer to the Figure 1 below for a pictorial understanding of the integrality gap.

Lemma 13. The integrality gap of the set cover LP-relaxation is Ω(log n).

Proof. Let n = 2k− 1 for some k ∈ N. Let the universe be U = {e1, . . . , en}. So, for i ∈ [n], i can be written
as a k-bit number. We can view this as a k-dimensional vector over GF [2]. Let

#»
i denote this k-dimensional

vector. For 1 ≤ i ≤ n, define the set Si as

Si = {ej |
#»
i .

#»
j is odd}

where,
#»
i .

#»
j denotes the inner product of these two vectors.

Finally, let the collection of sets be S = {S1, . . . , Sn} and let c(Si) = 1 for each S ∈ S.
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Figure 1: The figure shows the relative positions of the different solutions on the number line. Generally
we approximate the blue segment by the green segment when we apply the primal-dual schema or the dual
fitting method. Therefore we can never approximate better than the integrality gap using these LP-based
techniques.

Observation 14. Each set contains 2k−1 = (n+ 1)/2 elements and each element is contained in (n+ 1)/2
sets.

Therefore a feasible fractional solution is xi = 2/(n+1) for each i ∈ [n] as
∑

j∈i xi ≥ 1. It has cost 2n/(n+1).
Therefore the optimal LP cost ≤ 2n/(n+ 1).
Next, we will show that any integral set cover must pick at least k of the sets. Consider the union of any p
sets, where p < k. Let i1, . . . , ip be the indices of these p sets, and let A be a p× k matrix over GF [2] whose

rows consist of vectors
#»
i1, . . . ,

#»
ip, respectively. Since the rank of A is < k, the dimension of its null space is

≥ 1, by the rank nullity theorem. So the null space contains a nonzero vector, say
#»
j . Since A.

#»
j = 0, the

element ej is not in any of the p sets. Hence the p sets do not form a cover.
Therefore, any integral set cover has cost OPT ≥ k = log2(n+ 1). Hence, the lower bound on the integrality
gap established by this example is

OPT

LP
≥ log2(n+ 1)

2n/(n+ 1)
>

log2 n

2

The Lemma (13) implies that if the set cover LP (1) is used for the analysis of any of the methods such as
rounding, primal-dual schema or dual fitting, we will not be able improve over the O(log n)-approximation
factor. Does there exist some other LP formulation that can give a better approximation? It turns out that
there already exists a matching hardness lower bound assuming P 6= NP [5].
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