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Lecture 26-27: Convex Optimization
Instructor: Anand Louis Scribes: Prajval Koul & Arka Ray

1 Introduction

Optimization refers to the maximization or minimization of a function f with respect to some constraints.
In other words, given a function f : K → R, we have to compute minx∈K f(x). For general (non-convex)
sets, this is an NP-hard problem. E.g., integer programming is NP-hard.

Consider the minimum vertex cover problem. Given an undirected graph G, the goal is to compute the
minimal cardinality vertex set, such that each edge has at least one endpoint in it. This set of vertices is
called vertex cover of G. This can be formulated as an optimization problem as follows,

min
∑
i∈V

xi

subject to:

xi + xj ≥ 1 ∀{i, j} ∈ E
xi ∈ {0, 1} ∀i ∈ V

Here, we introduce a variable xi, for each vertex i. xi can take values 0 or 1; 0 implying that it’s not in the
vertex cover and 1 implying otherwise. To ensure that all the edges are covered, we introduce another set of
constraints xi + xj ≥ 1, ∀{i, j} ∈ E. All the vectors x correspond to the vertices that constitute the vertex
cover. Let K be the set of vectors that satisfy the above mentioned constraints. Finding the minimum value
of the sum of elements of these x over K gives the minimum cardinality vertex cover.

Since computing the minimum cardinality vertex cover is NP-hard, this type of general non-convex
optimization is also NP-hard. The goal of this lecture is to understand what one can say when the function
f is convex, and the set K is convex. Even in such cases (with f and K being convex, respectively),
optimal solutions can be irrational in general. For instance, consider the function f : R → R given by
f(x) = x4 − 8x. We know that to check for convexity, we need to calculate the second derivative of the
function, i.e., f ′′(x) = 12x2 ≥ 0, which implies that f is convex. Now, to obtain the minima, we calculate
the derivative of f and equate it to 0, which gives x3 = 2, resulting in an irrational value of x. Hence, in
general, computing the exact optimal solution is not always possible.

Our goal in convex optimization is to optimize the function with some allowable error bounds. In other
words, given an error parameter ε, we aim to compute an x′ ∈ K such that we reach ε close to the optimal
value, i.e. f(x′) ≤ minx∈K f(x) + ε.

There are many input models that can be used. For example, we might have an explicit description of
the function given to us, or we might instead have black-box access to the function (and its derivatives).

2 Taylor Series

Let f : Rn → R be a twice differentiable function. We define its Hessian at x ∈ Rn, denoted by ∇2f(x),
which is an n× n matrix as:

(∇2f(x))ij =
∂2f

∂xi∂xj
(x)

It is an analogue of the second derivative of the function in one dimension.
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Now, let f : Rn → R be an infinitely differentiable function. The Taylor series expansion of f around the
point a ∈ Rn is given by the expression

f(x) = f(a) + 〈∇f(a), x− a〉+
1

2
(x− a)T∇2f(a)(x− a) + · · ·

The first term is the value of f at a. The second term is the inner product of the gradient of f at a and
x− a. And the third term is half the product of x− a transposed, Hessian of f at a, and x− a.

The first two terms of this expressions together constitute the first order approximation of f around a.
In other words, the first order approximation of f around the point a is given by f(a) + 〈∇f(a), x− a〉.

Similarly, the second order approximation of f around the point a is given by f(a) + 〈∇f(a), x − a〉 +
1
2 (x− a)T∇2f(a)(x− a).

3 Convexity

In this section, we define convex sets and convex functions. We will then discuss some properties of these
functions.

Definition 1. A set K ⊆ Rn is convex, if ∀ x, y ∈ K and ∀λ ∈ [0, 1], we have λx+ (1− λ)y ∈ K.

From a geometric point of view, for any two points in a convex set, the points contained on the line
segment joining these two points also lie in the same set.

K

(a) Convex Set

K ′

(b) Non-Convex Set

Figure 1: Examples of convex and non-convex sets

Definition 2. A function f : K → R defined over a convex set K is convex, if ∀ x, y ∈ K and ∀λ ∈ [0, 1],
we have

f(λx+ (1− λ)y) ≤ λf(x) + (1− λ)f(y)

Now, we state a theorem which lets us characterize twice differentiable convex function through its
Hessian.1

Theorem 3. A twice differentiable function f : Rn → R is convex iff ∇2f(x) � 0 ∀x ∈ Rn.

This is in essence a generalization of what we know for functions going from R → R, where the second
derivative should be non-negative for convexity. We will not prove the above theorem but an interested
reader is referred to the book by Vishnoi [?].

Now, let us state and prove a statement which will let us characterize differentiable convex functions
through their first order Taylor expansion.

1Note that not all convex functions are differentiable (let alone twice differentiable), e.g., f(x) = |x|
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Theorem 4. A differentiable function f : K → R over a convex set K is convex iff

f(y) ≥ f(x) + 〈∇f(x), y − x〉 ∀x, y ∈ K

Proof. Suppose f is convex. Fix some x, y ∈ K. Then, ∀λ ∈ [0, 1]

(1− λ)f(x) + λf(y) ≥ f((1− λ)x+ λy) = f(x+ λ(y − x))

In the above inequality, if we take the first term to the RHS and divide by λ, we get

f(y) ≥ f(x) +
f(x+ λ(y − x))− f(x)

λ

If we take a limit λ→ 0 on both sides of the above inequality, we get f(y) ≥ f(x) + 〈∇f(x), y − x〉.
Therefore, if f is differentiable convex function then for all x, y ∈ K we have f(y) ≥ f(x) + 〈∇f(x), y − x〉.

To prove the other direction, suppose for all x, y ∈ K we have f(y) ≥ f(x) + 〈∇f(x), y − x〉. Now, fix
x, y ∈ K, λ ∈ [0, 1], and let z = λx+ (1− λ)y. Then, using our assumption, we get

f(x) ≥ f(z) + 〈∇f(z), x− z〉 (1)

f(y) ≥ f(z) + 〈∇f(z), y − z〉 (2)

Multiplying (??) by λ and (??) by 1− λ, we get

λf(x) + (1− λ)f(y) ≥ f(z) + 〈∇f(z), λx+ (1− λ)y − z〉 = f(z)

The equality follows from the definition of z, i.e., z = λx+ (1− λ)y. Again, using the definition z we get,

λf(x) + (1− λ)f(y) ≥ f(λx+ (1− λ)y)

which proves the converse.

4 Optima of Convex Functions

Now, we look at the minimizer for a differentiable convex function.

Theorem 5. If f : Rn → R is a convex and differentiable function, then for a point x ∈ Rn, f(x) ≤
f(y) ∀y ∈ Rn iff ∇f(x) = 0.

In other words, a point x ∈ Rn is a global minimizer of a convex differrentiable function f if and only if
gradient of f at x is 0.

Proof. Let x be a the global minimizer of f . Then ∀v ∈ Rn and ∀t ∈ R, we have f(x+ tv) ≥ f(x), we have,

0 ≤ f(x+ tv)− f(x)

t

Taking the following limit on both sides we get

0 ≤ lim
t→0

f(x+ tv)− f(x)

t
= 〈∇f(x), v〉

This shows that the inner product of ∇f(x) and v is non negative ∀ v ∈ Rn.
Choosing v = −∇f(x), we get,

0 ≤ 〈∇f(x),−∇f(x)〉 = −‖∇f(x)‖2

This implies that ∇f(x) = 0, because the negative of the square norm of a quantity is 0 only when that
quantity is 0. This completes the first direction of the proof.

Now, for the second direction, assume ∇f(x) = 0. Since f is convex, we can say that ∀ y ∈ Rn

f(y) ≥ f(x) + 〈∇f(x), y − x〉 = f(x) (∵ ∇f(x) = 0)

which completes the other direction of the proof.
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5 Separating Hyperplanes

Following is a useful property of convex sets.

Theorem 6. Let K ⊆ Rn be a non empty, closed, convex set. Then, for a given y ∈ Rn \K, there exists a
hyperplane h ∈ Rn \ {0} that separates y and K, i.e. 〈h, x〉 < 〈h, y〉 ∀x ∈ K.

This is not true in general (for non-convex sets). Although this property does guarantee the existence of
such a hyperplane, it doesn’t say anything about how to compute such a hyperplane h efficiently. But, there
is an algorithm, namely the ellipsoid algorithm, which can optimize over a convex set K if given access to
an algorithm which can test if a given point x is in K and return separating hyperplane if x indeed does not
belong to K. More precisely,

Ellipsoid algorithm for convex optimization: Given a convex function f : Rn → R, and a convex set K ⊆ Rn,
and an error parameter ε, the Ellipsoid algorithm computes an x′ ∈ K such that f(x′) ≤ minx∈K f(x) + ε
in time Poly(n, Tf , TK , log R

ε ), where R is such that K is contained in a ball of radius R, Tf is the time
taken to compute the gradient of F , and TK is the time taken by the separation oracle, which either returns
a separating hyperplane, or certifies that y ∈ K.

This is still a rather imprecise description of the ellipsoid algorithm. For a more precise version of this
statement, a description of the algorithm, and its proof, we refer the reader to the book by Visnoi [?].

It turns out that the ellipsoid algorithm is quite useful in theoretical computer science as well, in designing
algorithms. One area of use is the area of approximation algorithms, wherein the algorithms designed are
based on solving linear programming relaxations of various problems.

6 Solving Linear Programs using the Ellipsoid Algorithm

The ellipsoid algorithm can be used to solve linear programs which have an efficient separation oracle. Even
if the LP has an exponential number of constraints, if it has an efficient separation oracle, we can solve it in
polynomial time.

For example, consider the LP relaxation for the min s-t cut in an undirected graph. Let ℘ be the set of
all s-t paths in the graph. Consider the following LP relaxation for the problem.

min
∑
e∈E

xe

Subject to:∑
e∈p

xe ≥ 1 ∀p ∈ ℘

xe ≥ 0 ∀e ∈ E

For each edge e, we introduce a variable xe, which indicates whether that edge is in the cut or not. This
means, ideally, xe should take an integer value (0 or 1) to indicate whether it belongs to the cut or not. But,
since we are dealing with an LP, we relax this condition by allowing xe to take any non-negative real value
(which is the second constraint).2 Additionally, we want that the set of edges should disconnect s from t.
One of the ways to interpret this statement would be if we have a path p from s to t, then at least one of the
edges on that path should be a part of the min-cut (which is the first constraint). In the integer program,
that would correspond to saying that we are picking at least one edge from the path p in the min-cut.

Now, we will try to solve this LP. In general, the number of constraints can be exponential in the number
of variables n, because in general, there can be instances where the number of paths from s to t can be

2An astute reader might ask: shouldn’t xe ≤ 1 be a constraint. But, if one thinks carefully, he’ll see that an optimal value
for this LP already satisfies this condition
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exponential in the number of vertices of the graph. Even with this, we will show the construction of a
separation oracle, which, along with the ellipsoid algorithm, will help solve the LP in polynomial time.

The separation oracle should, given a point x ∈ Rm, where m is the number of edges in the graph, either
certify that all the constraints are satisfied or come up with a hyperplane that separates all the feasible
set of points from the point x. This means that either it should certify that all constraints are satisfied or
produce one constraint, out of all the constraints, which isn’t satisfied. This constraint would be the required
hyperplane.

Now, the second constraint can be easily verified in polynomial time because m = O(n2). The non-trivial
part is the first set of constraints. So, we can think of each xe as the respective edge length and use some
shortest path algorithm to compute the shortest s-t path in the graph, which we can do in poly(n) time. If
this shortest s-t path length is ≥ 1, we can say that all the constraints were satisfied. If this shortest s-t path
length is strictly < 1, then the corresponding constraint has been violated, and the separation oracle can
return this constraint. So, without even writing down all the constraints, we can use the separation oracle,
along with the ellipsoid algorithm, to solve this LP, even though we could have an exponential number of
constraints.

7 Gradient Descent

Gradient descent can be thought of as a general framework that can be used to optimize functions. Essentially,
it’s an iterative algorithm, which picks a point and moves along the direction of the steepest descent of the
function to get to the next point. The direction u of steepest descent is given by the following expression,
where x(t) is the point considered in the t-th iteration.

max
u: ‖u‖=1

lim
δ→0

f(x(t))− f(x(t) + δu)

δ
= −∇f(xt)

In general, in a gradient descent algorithm, we choose an appropriate starting point x0. Then, for each
iteration, choose the next point x(t+1) = x(t) − ηt∇f(x(t)), where ηt is the step size for the t-th iteration.
It may be possible that ηt may be a constant, or it may vary during the iterative process depending on the
function and other parameters. This iterative process is terminated when a certain “stopping criteria” is
met. The stopping criteria might be the number of iterations, or it might be an error bound on the function
value, or it might be something else altogether.

The choice of η plays a crucial role in the entire process. An η that is too small will result in an extremely
slow progress towards the optimum value. On the other hand, an η which is very large may cause the function
value to change dramatically which in turn can result in large error, or lack of convergence towards a certain
value etc.

7.1 Convergence for L-smooth functions

Now let us look at a gradient descent algorithm for a particular class of functions called L-smooth function.
Note that there are other classes of functions for which gradient descent based algorithms exist. Before we
proceed with algorithm we need to define the class of L-smooth functions

Definition 7. A function g : Rn → R is L-Lipschitz continuous if ∀ x, y ∈ Rn, we have ‖g(x) − g(y)‖ ≤
L.‖x− y‖.

Definition 8. A differentiable function f is said to be L-smooth if ∀ x, y ∈ Rn, we have ‖∇f(x)−∇f(y)‖ ≤
L.‖x− y‖.

This is similar to saying that ∇f is L-Lipschitz continuous. These smooth functions have the following
property.
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Theorem 9. If f : Rn → R is a differentiable L−smooth function, then ∀ x, y ∈ Rn, we have

f(y) ≤ f(x) + 〈∇f(x), y − x〉+
L

2
‖y − x‖2

Proof. Let g(λ)
def
= f((1 − λ)x + λy). We can see that g(0) = f(x) and g(1) = f(y). If we write g as

g(λ) = f(x+ λ(y − x)) then it should be easy to see that,

g′(λ)
def
=

dg

dλ
= 〈∇f((1− λ)x+ λy), y − x〉

.

Now, observe that, ∫ 1

0

g′(λ) dλ = g(1)− g(0) = f(y)− f(x) (3)

Now, consider the following results.

f(y)− f(x) =

∫ 1

0

g′(λ) dλ (Using Equation (??))

=

∫ 1

0

〈∇f((1− λ)x+ λy), y − x〉 dλ (Using definition of g′)

Adding and subtracting 〈∇f(x), y − x〉 we get,

f(y)− f(x) =

∫ 1

0

〈∇f(x), y − x〉 dλ+

∫ 1

0

〈∇f((1− λ)x+ λy)−∇f(x), y − x〉 dλ

Now, the first term of RHS is independent of λ. Hence, it can be easily evaluated as
∫ 1

0
〈∇f(x), y − x〉 dλ =

〈∇f(x), y − x〉. The second term of the RHS can be bounded using the fact that the inner product of 2
vectors is bounded by the product of their norms, i.e.,

〈∇f((1− λ)x+ λy)−∇f(x), y − x〉 ≤ ‖∇f((1− λ)x+ λy)−∇f(x)‖‖y − x‖

. So we get,

f(y)− f(x) ≤ 〈∇f(x), y − x〉+

∫ 1

0

‖∇f((1− λ)x+ λy)−∇f(x)‖‖y − x‖ dλ

≤ 〈∇f(x), y − x〉+ ‖y − x‖
∫ 1

0

L‖(1− λ)x+ λy − x‖ dλ (∵ ‖y − x‖ is constant,f is L-smooth)

= 〈∇f(x), y − x〉+ L‖y − x‖2
∫ 1

0

λ dλ (∵ L, ‖y − x‖ are constants)

= 〈∇f(x), y − x〉+ L‖y − x‖2.1
2

i.e.,

f(y)− f(x) ≤ 〈∇f(x), y − x〉+
L

2
‖y − x‖2

If we bring f(x) to the RHS we get, f(y) ≤ f(x) + 〈∇f(x), y − x〉+ L
2 ‖y − x‖

2, which was the claim.
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Now we state and prove the main theorem of this section,

Theorem 10. There is a gradient descent based algorithm which when given oracle access to an L-smooth
convex function f : Rn → R and its gradients, an initial point x(0) ∈ Rn such that max

{
‖x− x∗‖ : f(x) ≤ f(x(0))

}
≤

D where x∗ ∈ Rn is such that f(x∗) = maxx f(x), and ε > 0 outputs a point x such that f(x) − f(x∗) ≤ ε

in T = O(LD
2

ε ) iterations.

Proof. We will use a constant ηt = η so we will have, x(t+1) = x(t) − η∇f(x(t)) Since f is L-smooth,

f(x(t+1))− f(x(t)) ≤〈∇f(x(t)), x(t+1) − x(t)〉+
L

2
‖x(t+1) − x(t)‖

= −η‖∇f(x(t))‖2 +
η2L

2
‖∇f(x(t))‖2 x(t+1) = x(t) − η∇f(x(t))

If we choose η = 1
L then we get,

f(x(t+1))− f(x(t)) ≤ − 1

2L
‖∇f(x(t))‖2 (4)

It is clear that f(x(t)) decreases with each iteration (if it has not converged). Let θ
def
= f(x(t+1))− f(x(t))

then,

θ ≤ f(x(t+1))− f(x∗) ≤ 〈∇f(x(t)), x(t) − x∗〉 (by convexity of f)

≤ ‖∇f(x(t))‖‖x(t) − x∗‖ (Cauchy-Schwartz)

Since f(x(t+1)) ≤ f(x(t)), we have f(x(t)) ≤ f(x(0)). This gives us, ‖x(t) − x∗‖ ≤ D (by the condition in the
theorem statement). This and the above equation gives us,

‖∇f(x(t))‖ ≥ θ

D

Now, this and equation (??) gives us,

f(x(t+1))− f(x(t)) ≤ − 1

2L
‖∇f(x(t))‖2 ≤ − θ2

2D2L
(5)

This means that if the difference to optimum is θ in the current iteration then the difference will be at most
θ/2 in at most,

θ/2

(θ/2)2/2D2L
= O(

D2L

θ
)

iterations. This is because in all these iterations the we move by (θ/2)2

2D2L . Now, this means for the error to

decrease from θ/2i to θ/2i+1 we need O
(
D2L2i

θ

)
iterations. So, for to get an error of ε starting from θ we

need,
dlog(θ/ε)e∑

i=0

O
(
D2L2i

θ

)
= O

(
D2L

ε

)
iterations suffice.

8 Lagrangian Duality

Now, consider the following optimization problem,

inf
x∈Rn

f(x)

Subject to,

fi(x) ≤ 0 ∀i ∈ [m]

hi(x) = 0 ∀i ∈ [p]
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We want to prove a lower bound on the optimal value of this optimization problem. Let K denote the
feasible region for this problem, i.e,

K = {x ∈ Rn : fi(x) ≤ 0 and hj(x)∀i ∈ [m], j ∈ [p]}

and y∗ be the optimal value. We define the Lagrange function by introducing new variable λi ≥ 0 for i ∈ [m]
and µj ∈ R for j ∈ [p] which we call Lagrange multiplier,

L(x, λ, µ)
def
= f(x) +

∑
i∈[m]

λifi(x) +
∑
i∈[p]

µihi(x)

Note that,
L(x, 0, 0) = f(x)

Claim 11.

sup
λ≥0,µ

L(x, λ, µ) =

{
f(x) if x ∈ K
∞ otherwise

Proof. Suppose x ∈ K, adding the defining constraints after applying the appropriate multipliers we get
L(x, λ, µ) ≤ f(x) and as we noted earlier L(x, 0, 0) = f(x) so, supµ,λ≥0 L(x, λ, µ) = f(x).

Now, if x 6∈ K then either some fi(x) > 0, or hi(x) > 0, or hi(x) < 0. For the first two case we increase
λi or µi to get as high a value as needed. Similarly for the third case, we can decrease the value of µi to get
some required value.

By the above claim y∗ = infx supµ,λ≥0 L(x, λ, µ). Again,

Claim 12. For λ ≥ 0, µ, we have infx L(x, λ, µ) ≤ y∗

Proof. Since x∗ ∈ K and y∗ = f(x∗), we can add the constraints after applying the given to get L(x, λ, µ) ≤ y∗.

Now define, g(λ, µ)
def
= infx L(x, λ, µ). The optimization problem: supλ≥0,µ g(λ, µ) is called the La-

grangian dual of the problem with which we started our discussion. In motivating the definition we have
ended up proving the weak duality, i.e.,

Theorem 13 (weak duality).
sup
λ≥0,µ

g(λ, µ) ≤ inf
x∈K

f(x)

The equality in the above theorem does not hold in general. But when f, fi are convex and hi are affine
and a condition called the Slater’s condition.

Slater’s Condition: there is an x ∈ K such that fi(x) < 0 for all i ∈ [m].
We state the strong duality without proof, for the proof we refer the reader to the books by Vishnoi [?]

and Boyd,Vandenberghe [?].

Theorem 14 (strong duality). If f, fi are convex and hi are affine, and they satisfy the Slater’s condition
then,

sup
λ≥0,µ

g(λ, µ) = inf
x∈K

f(x)

There are some interesting consequences of strong duality. We show one of them,

Theorem 15 (complementary slackness). Suppose strong duality holds and x∗Rn, λ ∈ Rm, µ ∈ Rp are the
optimal primal and dual solutions respectively. Then λ∗i fi(x

∗) = 0 for all i ∈ [m].
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Proof. Since strong duality holds we have,

f(x∗) = g(λ∗, µ∗)

= inf
x∈Rn

L(x, λ∗, µ∗) (by definition)

≤ f(x∗) +
∑
i∈[m]

λ∗i fi(x
∗) +

∑
i∈[p]

µ∗i hi(x
∗)

≤ f(x∗) (∵ x∗ ∈ K)

Since, in the inequalities above we end up with f(x∗) ≤ f(x∗) on the extreme ends, the inequalities must be
tight. In particular, λ∗i fi(x

∗) = 0 for all i ∈ [m].

Let us look at special case of linear programs. The primal is,

min cTx

subject to,

Ax ≥ b

If we write it in the form we have been using,

min cTx

subject to,

bi −Aix ≤ 0 ∀i ∈ [m]

where Ai is the i-th row of A. In this case, the Langrangian is,

L(x, λ, µ) = cTx+
∑
i∈[m]

λi(bi −Aix) = (c−ATλ)Tx+ bTλ

The objective function of the dual is,

g(λ) = inf
x
L(x, λ) = inf

x
(c−ATλ)Tx+ bTλ =

{
bTλ if c = ATλ

−∞ otherwise

The first case should be clear. For the second case, if c 6= ATλ then c − ATλ has a non-zero value in some
co-ordinate i. We can choose x to have zero in all co-ordinates except i, which we can choose so that it
becomes the product becomes as small as required, and in turn, the whole expression will become as small
as required. So, we get the dual LP as,

max bTλ

subject to,

ATλ = c

λ ≥ 0

Finally, we note that strong duality holds for LPs.
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