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Generalized extensible bin packing (GEBP) -
Problem definition – scheduling variant

• Input:
• Jobs 1,2,…,n.  Job j has size 𝑝𝑗 ≥ 0.
• Machines 1,2,…,m.  

• Machine i has a fixed cost 𝑓𝑖, capacity 𝑐𝑖, cost for overtime 𝜎𝑖, 
• and if we assign jobs of total size L to i then it incurs a cost:

𝒄𝒐𝒔𝒕 − 𝒊 𝑳 = ቊ
𝒇𝒊 𝒊𝒇 𝑳 ≤ 𝒄𝒊

𝒇𝒊 + 𝝈𝒊(𝑳 − 𝒄𝒊) 𝒐𝒕𝒉𝒆𝒓𝒘𝒊𝒔𝒆
.

• Output: a partition of the jobs to the m machines.
• The goal is to find a partition of the jobs such that the total cost of all 

machines is minimized.
• Assumption: for all i, 𝑓𝑖 = 𝜎𝑖 ∗ 𝑐𝑖. 

• Without such assumptions no bounded approximation guarantee (unless P=NP).

𝑓𝑖

𝑐𝑖



Generalized extensible bin packing (GEBP) -
Problem definition – bin packing variant

• Input:
• Items 1,2,…,n.  Item j has size 𝑝𝑗 ≥ 0.
• Bin types 1,2,…,m.  

• Bin type i has a fixed cost 𝑓𝑖, capacity 𝑐𝑖, cost for overtime 𝜎𝑖, 
• and if we assign items of total size L to i then it incurs a cost:

𝒄𝒐𝒔𝒕 − 𝒊 𝑳 = ቊ
𝒇𝒊 𝒊𝒇 𝑳 ≤ 𝒄𝒊

𝒇𝒊 + 𝝈𝒊(𝑳 − 𝒄𝒊) 𝒐𝒕𝒉𝒆𝒓𝒘𝒊𝒔𝒆
.

• Output: a partition of the items into bins and assigning each bin a type.

• The goal is to find a feasible solution so that the total cost of all bins is 
minimized.

• Here we do not assume that for all i, 𝑓𝑖 = 𝜎𝑖 ∗ 𝑐𝑖.

𝑓𝑖

𝑐𝑖



Approximation schemes –
absolute approximation ratios for the scheduling 

variant
• A polynomial time algorithm that always returns a feasible solution of 

cost at most R times the optimal cost is an R-approximation.

• A polynomial time approximation scheme (PTAS) is a family of 
approximation algorithms containing a 1+ε approximation for all ε>0.

• An efficient PTAS (EPTAS) is a PTAS with time complexity that is at 
most 𝑔

1

𝜀
∗ 𝑝𝑜𝑙𝑦 𝑛 where g is some computable function and 

poly(n) is polynomial in the input binary encoding length.

• An FPTAS is an EPTAS where g is upper bounded by a polynomial.

• An FPTAS does not exists for strongly NP-hard problems, and thus no 
FPTAS for our problem (and its interesting special cases)!



Asymptotic Approximation schemes –
asymptotic approximation ratios for the bin 

packing variant
• An asymptotic polynomial time approximation scheme (APTAS) is a 

family of approximation algorithms containing for all ε>0, an 
algorithm whose approximation ratio restricted to inputs with large 
optimal cost is 1+ε.

• An AFPTAS is an APTAS where the running time is upper bounded by a 
polynomial in the input encoding length and in 1/ε.



Special cases of the scheduling variant of 
GEBP

• Extensible bin packing problem is the special case where for all i, 
𝑓𝑖 = 𝑐𝑖 = 𝜎𝑖 = 1.

• Extensible bin packing with unequal bin sizes is the special case of 
GEBP where for all i, 𝜎𝑖 = 1 (and thus 𝑓𝑖 = 𝑐𝑖).

• The naïve generalization of extensible bin packing to uniformly 
related machines is the special case where for all i, 𝑓𝑖 = 1, and then 
𝜎𝑖 is the inverse of the speed of machine i. 

• The first two cases were studied, the third one as well as GEBP were 
not studied.



Approximation algorithms for extensible bin 
packing

• List scheduling is a 5/4-approximation (Speranza and Tuza, Annals OR 
99).

• Longest Processing time is a 13/12-approximation (Dell’Olmo et al. IPL 
98).

• An EPTAS is implied by Alon, Azar, Woeginger, and Yadid (SODA’99).

• A faster EPTAS was obtained by Jansen, Klein, and Verschae
(ICALP’16).

• Coffman and Lueker, SODA’01 exhibited an AFPTAS for this problem.



Approximation algorithms for extensible bin 
packing with unequal bin sizes

• Longest Processing Time is a 4 − 2 2- approximation (Dell’Olmo and 
Speranza DAM 99).

• A PTAS by Epstein and Tassa (Acta Informatica 06)  for scheduling in 
the asymmetric settings provides a PTAS for extensible bin packing 
with unequal bin sizes.
• Their assumptions on the cost functions imply that the cost functions of the 

machines have a common constant upper bound on the Lipschitz constants 
(i.e., a constant upper bound on the ratio Τ𝜎𝑖 𝜎𝑖′).

• In particular, it does not provide a PTAS for the generalization of extensible 
bin packing to uniformly related machines.

ε



Easy case for the bin packing variant of GEBP

• Observation: If there is bin type i for which𝜎𝑖 ≤ 𝑓𝑖 /𝑐𝑖, then a solution 
needs to use at most one bin of this type (and pack all items assigned 
to bins of this type there).  Thus, if there is only one type and 
𝑓𝑖 = 𝑐𝑖 = 1, 𝜎𝑖 ≤ 1 for this type then it is optimal to pack all items 
into one bin (of this type).

• If there is only one type with 𝑓𝑖 = 𝑐𝑖 = 1 but the overtime cost is 
larger than 1, the problem is NP-hard in the strong sense by the 
standard reduction from 3-partition. 



Our results

• An AFPTAS for the bin packing variant.                 To fit a first talk in a 
bin packing seminar. 

• An EPTAS for the scheduling variant.                 The main result.



AFPTAS – preliminaries

• First, we guess the bin type k of minimum overtime cost that is used 
by OPT among all bin types satisfying 𝜎𝑖 ≤ 𝑓𝑖/𝑐𝑖 (if there is such).  

• This bin type k has exactly one bin (of arbitrary large total size).

• For all other bins of the other types the total size is at most 3 times 
the standard capacity and its cost is at most 3 times the fixed cost 
• Proof: Otherwise, we can partition the bin into several bins of the same type 

while decreasing the cost or move their content to the bin of type k.   



AFPTAS scaling the input parameters

• First, we scale the standard capacities and the sizes of the items by a common 
multiplicative factor s so that the maximum standard capacity as well as the 
maximum item size are at most 1/3, and we add one additional bin type of 
standard capacity 1/3 (using one of the bin types in the input).
• In order to keep the cost of every feasible solution the same, we scale the fixed costs and the 

overtime costs by the inverse of s (i.e., 1/s).

• Second, we scale the fixed costs and the overtime costs by a common 
multiplicative factor so that the maximum fixed cost is 1.
• The second scaling operation changes the cost of feasible solution by a multiplicative factor.
• We present an AFPTAS for the outcome of this scaling operation, that is, the asymptotic 

nature in the definition of the AFPTAS is for inputs where the ratio between the optimal cost 
and the maximum fixed cost of the input grows without bound.

• This is necessary (otherwise P=NP).



Auxiliary problem: BP with bin utilization cost

• Input: a monotonically non-decreasing non-negative cost function Π, 
defined over [0, 1], and a set of items 1,2,…,n, where item j has a non-
negative size 𝑠𝑗 ∈ [0,1].

• A feasible solution is a partition of the items into subset where every 
subset fits into a unit-sized bin.

• The goal is to find a feasible solution of minimum total cost of the bins, 
where the cost of a bin packed with total size x is Π(𝑥).

• Previous result: Epstein & L. [JCSS 2017] showed that this problem admits 
an AFPTAS if the function Π, and its inverse are given by approximated 
evaluation oracles (that always return answers with polynomial number of 
bits).
• Observation: even for simple functions Π like Π 𝑥 = 𝑥 it is impossible to evaluate 

the function in finite time exactly, so approximated oracles are useful.



Transforming the problem into an input of BP 
with bin utilization cost

• We use the same set of items (resulting from the first scaling step) 
and define the bin utilization cost as follows.

• For every value of x, the value of Π(𝑥) is the minimum (over all bin 
types) cost using one bin of this type for packing x. 
• For the bin of type k (if there is such), this cost of packing x using “one bin of 

type k” is 𝜎𝑘 ⋅ 𝑥, i.e., we ignore the fixed cost of this bin.

• Π(𝑥) as well as its inverse can be evaluated exactly in linear time by 
traversing the list of bin types.

• We use the AFPTAS for BP with bin utilization cost and obtain an 
AFPTAS for the bin packing variant of GEBP



EPTAS for the scheduling variant of GEBP -
outline

• Structuring the input: scaling the input parameters and rounding.

• Structuring the output: characterization of near optimal solutions.

• Applying the shifting technique: replacing the problem with 
polynomially many sub-instances that can be solved (almost) 
independently.

• Solving each sub-instance by an exact algorithm for an n-fold 
programming formulation of the sub-instance.

• Concatenating the solutions of the sub-instances via dynamic 
programming.  



Preprocessing steps – scaling step

• Claim: W.l.o.g. 𝜎ℎ = min𝜎𝑖 = 1.

• Proof: If min
𝑖

𝜎𝑖 = 𝑥, we divide each 𝜎𝑖 by x, and multiply each 𝑐𝑖 and 

each 𝑝𝑗 by x.  
• The resulting instance satisfies the claim and the assumption that 𝑓𝑖 = 𝜎𝑖 ∗ 𝑐𝑖.

• For every solution, the cost of the solution is the same.   ∎

• Assumption: the indices of machines satisfy 𝑐1 ≥ 𝑐2 ≥ ⋯ ≥ 𝑐𝑚.



Preprocessing steps – rounding the job sizes

• For a job j with 𝑝𝑗 ∈ [𝜖𝑖 , 𝜖𝑖−1) for some integer value of i the rounded 
size of j is the value obtained from 𝑝𝑗 by rounding to the next integer 
multiply of 𝜖𝑖+1.

• The rounded instance is the instance obtained from the scaled 
instance by replacing the size of each job by its rounded size.

• Claim: W.l.o.g. the instance is the rounded instance (this assumption 
increases the approximation ratio by a multiplicative factor of at most 
1 + 𝜖).



Structuring the output – nice solutions

• Definition: A feasible solution is nice if for every machine 𝑖 ≠ ℎ, the 
total size of jobs assigned to i is at most 

𝑐𝑖

𝜖
.

• Claim: The best nice solution costs at most 1 + 𝜖 times the optimal 
cost.

• Proof: Consider an optimal solution, and for every machine that does 
not satisfy the condition move all its assigned jobs to machine h.  
• This step may increase the cost by at most the total fixed cost of the machines 

that did not satisfy the condition in the original solution and this is at most 𝜖
times their total cost (in OPT). ∎



Applying the shifting technique

• For an integer t, let 𝑀 𝑡 = {𝑖 ≠ ℎ: log 1

𝜖2
𝑐𝑖 ≡ 𝑡 𝑚𝑜𝑑

1

𝜖
}.

• We can choose a value of t such that a best solution among the ones 
that allocate no jobs to machines in M(t) is a 1 + 𝜖 approximation for 
the best nice solution.
• Choose t that belongs to 𝑎𝑟𝑔min

𝑡
σ𝑖∈𝑀(𝑡) 𝑓𝑖.

• Move all jobs assigned to the deleted machines to run on machine h.

• Thus, we can delete the machines in M(t) for the chosen value of t.



Consequences of the machine deletion

• We find a partition of the machine set into subsets such that in every 
subset the machines have similar standard capacities and between 
subsets the ratio is larger than 1/𝜖2.
• If i < i’ are two machines in the same subset, then 

𝑐𝑖

𝑐𝑖′
≤ Τ1 𝜖

𝑂( Τ1 𝜖).

• The partition of the job set corresponding to the partition of the 
machine set is: 
• each job is assigned to the machine subset with smallest capacities where 

scheduling a job on one of these machines is doable in a nice solution.

• The jobs larger than 
𝑐1

𝜖
are allocated to machine h and we delete 

those from the instance.



The creation of the sub-problems

• We would like to solve each sub-instance corresponding to a subset 
of machines together with its  corresponding job set independently of 
the other sub-instances.

• However, we need to allow some jobs to be processed on a lower 
index machine (than the machines in its subset).

• In this case, the job will be scheduled as a very small job, and we only 
care about the total size of these jobs.

• The (approximated) total sizes of jobs that are moved from one sub-
instance to the next one are selected via dynamic programming in 
the last step of the algorithm.



The auxiliary problem corresponding to one 
sub-instance

• The auxiliary problem is given the set of jobs of sizes at least ε
fraction of the smallest capacity of the sub-instance, and a volume of 
sand.  There is a given upper bound on the total size of jobs+sand that 
we may not assign to machines of the sub-instance.
• Sand = a collection of very small jobs that we may schedule fractionally –

transforming this to integral schedule does not hurt the approximation ratio 
too much.

• Furthermore, the size of the sand that we allow to schedule on each machine 
is an integer multiply of ε fraction of the smallest capacity of the sub-instance.

• Assuming that we can solve the auxiliary problem in polynomial time, 
the output schedule (of the original instance) is obtained by a simple 
dynamic programming.



The last piece in the puzzle – solving the 
auxiliary problem via n-fold programming

• n-fold programming formulation that can be solved fast is an ILP 
formulation with the following characteristics:
• A constant number of global constraints as well as box-constraints on the 

variables.

• In addition, there is a partition of the decision variables into local collections.
• Each local collection may have a constant number of constraints involving (only) the 

decision variables of this local collection.

• All coefficients of the constraint matrix are small integers (small in absolute 
values).



The n-fold programming formulation
• The decision variables:

• 𝑥𝑖,𝑐 - an indicator variable for using configuration c for machine i, a configuration is a vector 
encoding the multiset of large jobs assigned to i, and the size of sand assigned to i.

• 𝑦𝑝- the number of jobs (or units of sand) that are left unassigned.

• The global constraints:
• Each job (or unit of sand) is either scheduled in one of the selected configurations or is part 

of the y variables.  
• σ𝑖,𝑐 𝑐𝑝𝑥𝑖,𝑐 + 𝑦𝑝 = the number of jobs of size p (or the number of units of sand in 

the instance).  This constraint is for every size p.
• One additional constraint bounding the total size of unassigned jobs/sand.

• For this constraint we scale the sizes to be integer multiplies of ε fraction of the smallest capacity of the 
sub-instance.  

• σ𝑝 𝑝𝑦𝑝 ≤ the given upper bound.

• The local constraints – for every machine we have exactly one configuration.
• σ𝑐 𝑥𝑖,𝑐 = 1 for every machine i.

• In addition, all variables are non-negative integers and the ILP formulation of 
minimizing the cost of the used configurations is an n-fold programming instance.




