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Abstract 
The problem of efficiently performing Byzantine 
agreement in t + l  rounds in the fa.ce of arbitra.rily ma- 
licious fa.ilures is perhaps the longest sta.nding open 
problem in fault-tolerant distribut,ed computing. The 
original paper by Pease, Shost,a.lc, and Lamport pre- 
sented a (t + 1)-round protocol for t,lie problem that, 
uses exponential-size conimunica.tion, and many pa- 
pers in tlie last decade have labored t,o improve on 
that. Whereas efficient (t  + 1)-rouncl protocols have 
been developed for weaker fa.ilure models, ( t  + 1)- 
round protocols in t,he Byzant*ine model have been 
known only for n = Q( tz ) ,  where 17 is the nuniber of 
processors and t is the number of fa.ilures t,olera.ted by 
the protocol. Indeed, it has recent,ly been conjectured 
that, 110 (t+l)-round protocol for 77 = O ( t )  in t,he Byz- 
antine model could be communication-efficieiit. This 
paper presents a communica.tion-efficient, polynomial- 
time ( t  + 1)-round Byzantine a.greenient protocol 
for n. > S t .  The protocol is an “early stmopping” 
protocol, halting in min{t + 1, f + 2) rounds in the 
worst case, where f is tlie number of processors that 
fail during the run. This is prova.bly optimal. The 
protocol is ba.sed on a careful combina.tion of emly 
stopping, fault ma.sking, and a new t,echnique called 
coordinated traversal. The combinat,ion of the three 
provides a powerful method of restricting the dam- 
age that a faulty processor, however malicious, can 
do. One of the byproducts of this protocol is a 
polynomial-time (t  + 1)-round protocol for the Byz- 
antine firing squad problem. 

1 Introduction 
Fault-tolerant systems often require means by which 
independent processors can arrive a t  an exact mutual 
agreement of some kind. The Bymiltine agreement 
problem (BA), which originates in the 1a.ndmark pa- 
per by Pease, Shostak, and Lamport in 1980, captures 

0272-5428/ss/oooO/0246$01.00 0 1988 IEEE 

a fundamental aspect of such coordination. Loosely 
stated, a Byzantine agreement protocol should pro- 
vide a iiieans for n processors, a t  most t of which 
may be faulty, to agree on a value broadcast. by a 
distinguished source processor, in such a way that 
all nonfaulty processors decide on the same value, 
and when the source is nonfaulty they decide on the 
value the source sent. For simplicity, we will consider 
only the case in which the processors decide between 
the values of 0 and 1. We use the standard niodel 
for Byzantine agreement (cf. [PSL] ,[F]). Processors 
share a global clock, are connected via a complete 
network, and communicate via reliable synchronous 
point to point channels. The sender of a message is 
always known to the receiver. Finally, faulty proces- 
sors can behave in an arbitrarily malicious (possibly 
correlated) manner. 

1.1 Background and Related Results 
In [PSL], Pease, Shostak, and Lamport show that, 
no BA protocol for n 5 3t exists. On the other 
hand, they present a protocol for n > 3t that always 
halts in t + 1 rounds. This is round-optimal in the 
sense that any Byzantine agreement protocol must 
require a t  least t + 1 rounds in its worst-case run (see 
[FL] ,[DLM],[DS] ,[DM]). However, the [PSL] protocol 
requires messages that are of size exponential in 1%; 

the design of more efficient protocols is presented in 
[PSL] as an open problem. Polynomial-time BA pro- 
tocols for n > 3t that halt in more than 2t rounds (see 
[DFFLS],[LF],[TPS]) have been known as of 1982. In 
1985 Coan presented a family of BA protocols for 
n > 4t that, for every d ,  halt in t + t / d  rounds, 
and require messages of size O(nd)  (see [C]). How- 
ever, Coan’s protocols require exponential local com- 
putation. Bar-Noy, Dolev, Dwork, and Strong later 
improved on this result, providing protocols with es- 
sentially the same round and communication behav- 
ior, but requiring only polynomial computation (see 
[BDDS]). These protocols thus provide a tradeoff be- 
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tween the number of rounds required and the size 
of messages used, and prove that 2t rounds are not 
necessary for polynomial-time BA protocols. In addi- 
tion, ( t+  1)-round polynomial-time BA protocols have 
recently been presented for n = Q ( t 2 )  (see [DRS]). 
In [BD], Ba.r-Noy and Dolev analyze existing proto- 
cols and present additional families of protocols all of 
which satisfy a certain tradeoff between the number 
of rounds required, the ratio of n and t ,  and the log- 
arithm of the size in bits of the largest message sent. 
They conjecture that this tradeoff is tight. In partic- 
ular, their tradeoff implies that any (t+l)-round BA 
protocol for n = O ( t )  must require exponential-size 
messages. 

1.2 Our Results 

This paper presents a communication-efficient poly- 
nomial-time ( t  + 1)-round BA protocol for n > 8t.  
This refutes the conjecture of [BD] mentioned above, 
and suggests that efficient protocols may exist even 
for n > 3t .  The protocol is inherently tailored to the 
Byza.ntine (nia.licious) failure model. The protocol is 
the result of a careful combination of early stopping 
(see [DRS]), with fault masking (see [C], [BDDS]), 
and a new technique ca.lled coordinated traversal. 
Used together in the right way, these techniques re- 
strict the a.mount of damage a faulty processor, ma- 
licious as it may be, can do. 

Our protocol exhibits “early stopping” in the sense 
of [DRS], aad in fact halts within f + 2 rounds, 
where f is the number of processors that actu- 
ally fail in the given run. The best previously 
known polynomia.1-time early stopping BA protocols 
required min(2t + 1,2f  + 4)  rounds (see [TPS]). A 
simple modification of our protocol yields a protocol 
with the same properties for the related Distributed 
Consensus problem, in which each processor starts 
out with a va.lue of its own, and the processors need to 
decide consistently, and decide on their value in case 
a.11 processors start with the same value (see [BD]). 

We start by deriving an exponential early stopping 
protocol for n > 4t based on an elegant formulation 
by Bar-Noy, Dolev, Dwork, and Strong in [BDDS] 
of a variant of the original [PSL] protocol. We then 
consider the effect of incorporating fault masking, a 
method by which nonfaulty processors disregard in- 
formation they receive from processors they know to 
be faulty. This combination, which to the best of our 
knowledge has not appeared in any previous proto- 
cols, already saves a great deal in terms of the com- 
munication required. Finally, we develop the coordi- 
n.ated traversal technique that,  using early stopping 
and fault masking, results in a ( t  + 1)-round protocol 
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that is both communication-efficient and computa- 
tionally efficient. The coordinated haversal technique 
restricts the faulty processors in such a way that they 
each have a t  most one chance to delay the progress of 
the protocol, after which they are effectively ignored 
and cannot cause any further damage. We have re- 
cently improved the protocol described here, obtain- 
ing a polynomial time BA protocol for n > 6t with 
similar properties to t,liis one. This leads us to believe 
that,  the coordinated traversal technique is likely to 
form the basis of a ( t  + 1)-round polynomial protocol 
for n > 3t.  

Stating our protocol in full detail and proving its 
correctness are beyond the scope of this abstract. 
They can be found in [W]. The purpose of this ab- 
stract is to outline the prot,ocol and convey the basic 
ideas underlying its design, wit,hout going into the 
details of the protocol. 

In the next 
section we present and discuss the Exponential Infor- 
mation Gathering protocol from [BDDS], and derive 
an early stopping exponential algorithm based on it. 
Section 3 describes the notion of fault masking, and 
shows how it can be used to improve the early stop- 
ping protocol. Section 4 introduces the coordinated 
traversal technique and outlines our polynomial-time 
BA protocol for n > 8t.  Section 5 draws some con- 
clusions from this work. 

This paper is organized as follows. 

2 Exponential protocols 

In this section we will consider exponential proto- 
cols that provide the conceptual foundations for our 
polynomial-time protocol, t.0 be presented in the later 
sections. We start by considering the Exponential In- 
formation Gathering with Recursive Majority Voting 
(EIG) protocol of [BDDS], which is a crisp variant of 
the original [PSL] protocol. The second part of this 
section will describe a.n early stopping protocol based 
on the EIG protocol. 

2.1 Exponential Information Gather- 
ing 

The description in this subsection is essentially taken 
from [BDDS]. In the EIG protocol the source initially 
broadcasts its value to all processors; in the second 
round, each processor broadcasts the value i t  received 
from the source. In each of the following t - 1 rounds, 
every processor broadcasts all of the information it re- 
ceived in the latest round. At t ime t+ l  each processor 
computes a value to decide on based on the informa- 
tion it has gathered, decides and halts. We now de- 



scribe the protocol in greater detail. Each processor 
incrementally constructs a tree-based data structure 
which we will call an EIG tree. The nodes of the tree 
are labelled with processor names as follows. The 
root is labelled s, for the source. Let w be an inter- 
nal node of the tree. For every processor name p not 
lahelling an ancestor of w, there is exactly one child 
of w labelled p .  With this definition no label appears 
twice on a path from root to leaf. We refer to a node 
in the tree by specifying the sequence of processor 
names labelling the nodes on the path from the root 
to that node (inclusive). I t  turns out that we will 
only be interested in the first t + 1 levels of this tree. 
Thus, every sequence u = s .  . . q of up to t + 1 dis- 
tinct processor names refers to some node in the EIG 
tree. A node a is said to correspond to the processor 
whose name labels the node, i.e., the last processor 
name appearing in the string u. Finally, given two 
sequences U and T ,  we define u < T if either 1 ~ ~ 1  < [ T I ,  
or 101 = ] T I  and u is lexicographically smaller than T 

(we assume a total order on processor names). 

In the first round of the EIG protocol the source 
sends its value to all n - 1 other processors. A 
nonfaulty processor receiving this message from the 
source stores the value a t  the root of its tree (a de- 
fault value of 0 will be stored in case the processor 
does not receive a legitimate message with a value 
from the source). In each subsequent round every 
processor sends to all other processors the level of its 
tree most recently filled in. The messages received 
are broken up and used to form a new level in the 
processor’s tree as follows: If q’s message reports the 
value for the node u, and q does not appear in u, 
then the value w will be stored at  the node aq (see 
Figure 1). Again, we store a default value of 0 in uq 
in case q did not report a legitimate value for u. In- 
tuitively, the node uq in the EIG tree contains the 
value that q claims to have stored in the node a in 
its own tree. Notice that the message received from q 
reportss on the values of many nodes in q’s tree, and 
will be used to update many nodes, often quite far 
apart. This message will not all be stored off a sin- 
gle node of the tree (check!). We refer to the value 
stored at  a node U in p’s tree as tree,,(u), omitting 
the subscript when no confusion will arise. 

Information is gathered for t + 1 rounds, until the 
EIG tree contains t + 1 complete levels. At that 
point each processor computes a value for the tree, 
by applying the recursive computation of resolwe(.) 
to the root s. The processor then “decides” on the 
value of resolve(s). The particular function used 
for resolve( .) is the recursive majority voting, defined 

source 

reported 

Figure 1: Exponential Information Gathering Tree 

as follows: 

t ree( u) 
majority of resolve(uq) if majority i,, Otherwise. 

if u is a leaf; 

exists; 
resolve(u) = 

Thus, resolue(a) computes the value of the recursive 
majority of the descendants of the node u. We denote 
the value of resoloe(a) performed on tree,, at time t+1 
by resolve,,(.). This completes the description of the 
EIG protocol. 

Bar-Noy et al. prove that the EIG protocol is a cor- 
rect BA protocol for n > 3 t ,  by showing that all non- 
faulty processors obtain the same value for resolve(s) 
at the end. Their proof uses a series of lemmas that 
are interesting in their own right. One of them, the 
Correctness Lemnia,  will play an important role in 
the design of a n  early stopping protocol based on the 
EIG: 
Correctness Leiiiiiia [BDDS]: Let p be a non- 
faulty processor. A n y  node U a n  the EIG tree 
correspondajig to a noitfaulty processor satasfies 
resolvep(a) = tree,(a). 

2.2 Early Stopping 
The discussioil from this subsection on will assume 
that n > 4t. We call a node of the EIG tree correct if 
it corresponds to a nonfaulty processor. Notice that 
a processor p does not, in general, know whether or 
not a given node u is correct. However, a proces- 
sor may very well know that a majority of correct 



children of U in tree,, store the same value. This hap- 
pens, for example, if the same value is stored in m a -  
jority +t of U’S children. When this happens, by the 
Correctness Lemma and the definition of resolve(.), 
processor p can already determine what the value 
of resolvep(a) will be. We say the value of U is f i xed  
for p .  No furt,her communication that 1) inay receive 
regarding the subtree of U in the EIG tree is going to 
make any difference. Applying similar reasoning re- 
cursively, we have that if p knows that a majority of 
the children of U in treep are fixed to the same value, 
then i t  is again clear that  the value of resolv%(a) is 
determined and the value of U is fixed for p .  Counting 
round i as occuring between times i - 1 and i, it is 
not hard to show: 

Lemma 1 Assume n > 4t and let p and q be non- 
faulty processors. I n  the EIG protocol, i f  U is fixed to 
value v for p at t ime i, then U is fixed to value v for q 
b y  t ime i +  1 at the latest. 

The proof of this lemma is by induction on the dis- 
tance of U from the leaves a t  t,ime i. This lemma 
has been independently observed by Sliloniit Pinter 
and Arkadi Zamsky, who used it in the design of an 
improved protocol for approximate Byzantine agree- 
ment (personal communication). An immediate ini- 
plication of Lemma 1 is that a nonfaulty processor 
need only send descendants of a node a t  most one 
round after it can determine that the node is fixed to 
some value. No further information it can send about 
the subtree of that node will help anyone determine 
its final resolved value. In particular, once the root 
becomes fixed for p ,  processor p knows the decision 
value and needs to send information for at  most one 
more round. 

Let U be the first correct node along a path starting 
from the root. I t  is not hard to see that if a value is 
stored in tree(a) at time i then by time i+ 1 each cor- 
rect processor will have either U or one of U’S ances- 
tors fixed. This suggests an early stopping protocol 
based on the EIG protocol, in which a t  all times i 5 t 
a processor sends information about the descendants 
of a node exactly one round after it determines that 
the node (or one of the node’s ancestors) is fixed; if 
the root becomes fixed, the processor decides on the 
root’s value and stops one round later. Finally, at  
time t + 1, if the processor has not yet stopped it 
decides on the value of resolve(s) and stops. We call 
this protocol the Early Stoppang EIG protocol. For a 
more formal description of this protocol and its proof 
of correctness, see [W]. The first few levels of the EIG 
tree in a run of the early stopping protocol are de- 
picted in Figure 2. We can now show: 

S 

Figure 2: Ea.rly Stopping EIG Tree 

Proposition 2 The Early Stopping EIG protocol is 
a BA protocol for n > 4t .  It halts i n  min{t + 1,  f+2} 
rounds, where f i s  the n,umber of processors that f o i l  
i n  the run. 

We remark despite the fact that Lemma 1 fails for 
n < 4 t ,  a weaker analogue of the lemma can he proved 
for that case. Roughly speaking, when n > 3 t ,  a fixed 
node in one processor’s tree is guaranteed to become 
fixed in other processors’ trees within two rounds. 
This can be used to design an early stopping pro- 
tocol for n > 3t that halts in minit + 1, f + 3) rounds 
(see [W]). It is an open problem whether an early 
stopping BA protocol for n > 3t that is guaranteed 
to halt in f + 2 rounds exists. 

Before concluding this section, let us point out 
some properties of the early stopping protocol de- 
scribed above, which will be useful in our later anal- 
ysis. Notice that p does not store values for any 
grandchildren of a node that becomes fixed for p al- 
ready when values for its children are stored in tree,,. 
Roughly speaking, we say that a node U in the EIG 
tree is corrupted if neither it nor any of its ancestors 
is fixed after values for U’S children are stored in the 
tree. A straightforward consequence of the definition 
is that a node can be corrupted only if its parent 
was corrupted. Furthermore, if none of a corrupted 
node’s children is corrupted, then the node must be 
fixed once values have been stored for its grandchil- 
dren in the tree. (Since all of its children are fixed, 
and there must be a value to which a majority of them 
are fixed; the node is fixed to 0 if a t  least half of its 
children are fixed to 0.) The above discussion implies 
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that each corrupted node in t,he tree is accountable 
for O ( n 2 )  nodes in the tree (its grandchildren). A 
processor will also report on t,he O(n2)  grandchildren 
of every corrupted node in its tree. 

We say that a processor z corrupts the node U if z 
corresponds to U ,  and U is corrupted in the EIG tree 
of some nonfaulty processor. It is not. hard to see that 
a corrupted node ca.n be corrupted in such a way that 
any child of that node may also be corrupted. (This 
happens, for example, if half of the values reported 
for that node are 0 and half are 1.) As there can be 
roughly O ( t ! )  nodes in the EIG tree with no correct 
ancestor, it turns out that an exponential number of 
nodes can be corrupted in a run of the early stopping 
protocol. Thus, despite the fact that our early stop- 
ping protocol saves an exponential amount of com- 
munication compared to the plain EIG protocol, it 
may still send Cl(2O(”)) many bits of information in 
the worst case. 

We now extend the analysis that lead us to the 
early stopping protocol to derive a polynomial-time 
BA protocol. The derivation will require a couple of 
intermediate steps, the first, of which involves fault 
masking. 

3 Fault Masking 

Our purpose is to design the protocol so as to restrict 
the number of nodes that a faultmy processor ca.n cor- 
rupt. An important observation ma.de by Coan in [C] 
and used also in [BDDS] is that we may act as if a pro- 
cessor we know to be faulty behaves in some default 
manner and ignore the messages it actually sends us, 
without jeapordizing the correctness of the protocol. 
This is called fault masking in [BDDS]. Intuitively, 
fault masking works because it is always consistent 
for the “masked” faulty processor to actually behave 
in the prescribed default manner. In our case the 
default behavior will consist of reporting the default 
value of 0 for every node of interest corresponding to 
the faulty processor. 

As described in the previous section, a faulty pro- 
cessor z may report conflicting values for a corrupted 
node T ,  causing T Z  to be corrupted. However, TZ be- 
comes corrupted not when z reports the values for T, 
but when the other processors report on TZ. For 
example, if all nonfaulty processors detect that  z is 
faulty before they report on m, they can mask their 
reporting on T Z .  As a result, TZ would become fixed 
to 0 in the trees of all nonfaulty processors, despite 
whatever conflicting values z might have reported 
for T. Thus, an important effect of fault masking 
is that  once a processor has been discovered as being 
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faulty by all processors, it, can no longer corrupt any 
node. 

We are now led to the question of how a processor 
can determine from its EIG tree whether it knows that 
a given processor is faulty. It is not hard to extend the 
methods of [MT] to show that even testing whether 
a fixed polynomial sized subtree of the EIG tree im- 
plies that a processor p is faulty, is NP-hard. Rather 
than solving the general problem, our protocols will 
employ efficient, tests that discover that a processor 
is faulty only in some of the cases. For example, we 
will determine that a processor p is faulty in case it 
sends an ill-formatted message. More interestingly, 
we will determine that p is faulty if t + 1 children 
of a node up store 0 and t + 1 of them store 1 (vis. 
the fault discovery rule of [BDDS]). This will imply 
that two nonfaulty processors reported different val- 
ues for up, meaning that either p reported different 
values for (T to different processors, in which case p 
is clearly faulty, or (once fault masking is in effect) 
that some nonfaulty processor has already discovered 
that p is faulty. 

The following lemma presents an important case in 
which all processors are guaranteed to detect that a 
specific processor is faulty. 

Lemma 3 Assume n > Gt. In  fhe  EIG protocol, i f  
a node u z  is corrupted fo r  some nonfaulty processor, 
then all processors discover that z is faulty when they 
store the values of ar’s children. 

The basic argument in the proof of this lemmagoes 
roughly as follows: (For simplicity, let uz be a node 
with 6t + 1 children.) If uz is corrupted in treep , then 
less than 4t of uz’s children in treep store the same 
value. As there are at most t faulty processors, at  
most 5t of uz’s children in freeq,  for any nonfaulty q ,  
store the same value. It follows that a t  least t + 1 
of uz’s children in treeq store 0 and a t  least t + 1 
store 1. Consequently, q will detect that z is faulty 
when it stores values for u z ’ s  children, and we are 
done. Lemma 3 implies that if a processor z corrupts 
a node of depth i, then all nonfaulty processors dis- 
cover that z is faulty at  time i+ 1, and mask all nodes 
corresponding to z at depths i s1  and greater. Conse- 
quently, z will not be able to corrupt nodes at  depths 
greater than i. 

Incorporating fault masking into the early stopping 
protocol for n > 6t thus guarantees that a faulty pro- 
cessor can corrupt nodes at  no more than one level of 
the tree. This reduces the number of corrupted nodes, 
and results in significant savings in communication. 
For example, in runs where in every round a t  most 
one processor corrupts a node for the first time, all 



processors actually construct only a polynomial sub- 
tree of the EIG tree. Both the communication and the 
computation performed by each processor are polyno- 
mial in n.. A natural question at this point is whether 
adding fault masking to the early stopping proto- 
col yields a polynomial-time protocol. The answer, 
unfortuna.t,ely, is No. For example, there are runs 
in which two processors fail in every round for t / 2  
rounds, and roughly 2’1’ nodes are corrupted in each 
nonfaulty processor’s tree. The nonfaulty processors 
end up constructing a tree with C 2 ( 7 ~ ~ 2 ~ / ~ )  nodes. Of 
course, communication and computation end up be- 
ing exponential. However, in such runs the processors 
stop very early - in no more than t / 2  + 2 rounds. 
This, it turns out, is no coincidence. The probleni- 
a.tic runs used in the (t  + 1)-round lower bound proof 
for Byzantine agreement are runs in which a t  most 
one processor fails for the first time in every round 
(see [FL], [DM]). It is not hard to show that in every 
run of the early stopping protocol with fault masking 
that requires exponential communication, the proces- 
sors st,op before time t + 1. The problem of devising 
polynomial-t,ime protocols now reduces to the ques- 
tion of whether we can trade off rounds for communi- 
cation and computation in early stopping runs. How 
this can be done is the subject of the next section. 

4 Coordinated Traversal 

Fa.ult masking restricted a faulty processor to corrupt 
nodes of at  most one level of the tree. We now de- 
scribe the coordinated traversal technique, which will 
further restrict a faulty processor so that it will not 
be able to corrupt more than a single node altogether. 

4.1 Intuit ion 

Let us consider why runs of the early stopping pro- 
tocol with fault masking may involve an exponentia.1 
number of corrupted nodes. As mentioned in the pre- 
vious section, a node becomes corrupted when proces- 
sors report conflicting values for that node. If all non- 
faulty processors detect that z is faulty before they 
report on r z ,  then r z  is masked and does not become 
corrupted. It follows that the reason a faulty pro- 
cessor z can corrupt many nodes in the early stop- 
ping protocol with fault masking, is that the non- 
faulty processors report on many corruptible nodes 
corresponding to z in the same round. Had they only 
reported on one such node a t  a time, z would only 
be able to corrupt one node before being detected as 
faulty, after which all nodes corresponding to it would 
be masked to 0. 

This suggests designing a protocol in which proces- 
sors report on exactly one corruptible node per round. 
Such a protocol would have the property that every 
processor is able to corrupt a t  most one node, and 
hence the EIG subtree constructed by each proces- 
sor will have O(n2f) nodes. This. indeed, is our goal. 
However, the design of such a protocol must still over- 
come two major obstacles: The first is that we want 
the protocol to halt in t + 1 rounds, and hence must 
report on many nodes in every round. The second is 
that  in whatever protocol we design, the faulty pro- 
cessors mill be able to cause different subtrees to be 
constructed by different nonfaulty processors, a fact 
the protocol must account for. 

In our protocol, each processor will construct its 
own subtree of the EIG tree on the fly, starting from 
the root and traversing the nodes in order (as defined 
in Section 2.1): level by level, and within a level pro- 
ceeding from left to right. A processor will report on 
the children of a number of nodes, then pause to ob- 
tain additional information it needs in order to deter- 
mine what nodes to mask, what nodes are fixed, etc. 
Once it obtains this information, it. will resume its 
traversal and cover another segment of the tree. This 
will continue until, as in the early stopping protocol, 
the root becomes fixed. Once the root is fixed, the 
processor will be able to decide on the root’s value, 
but might have to continue relaying information to 
the other processors for a few additional rounds. 

The basic property that we will force is the fol- 
lowing: A processor will not report on children of a 
node r greater than a corrupted node U in its tree, be- 
fore it knows, for each one of 0’s children, either that 
it is fixed or that it corresponds to a faulty proces- 
sor. This will guarantee that nonfaulty processors will 
never report on two corruptible nodes corresponding 
to the same processor in the same round, and hence 
by the above discussion no faulty processor will be 
able to corrupt more than one node overall. But how 
can we guarantee this property? Given Lemma 3, 
once the processor has values for all grandchildren 
of 0 in its tree, it can decide for each one of 0 ’ s  cor- 
ruptible children, that it is faulty. However, we can- 
not always afford to wait until all grandchildren of U 

are in the tree, since the faulty processors may be slow 
in report,ing on the children of U ,  and indeed may not 
report on them at all. Furthermore, not knowing the 
identity of all the faulty processors, a processor can- 
not necessarily even detect when it has heard from all 
nonfaulty processors. One way to try to get around 
this is to have p wait long enough to ensure that all 
nonfaulty processors have reported on U .  Any pro- 
cessor that  does not report on U by that time will 
have to be faulty. This, however, slows down the pro- 
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tocol to a prohibitive extent. To maintain progress 
of the traversal at  the appropriate rate, we will have 
a processor leave U when it seems consistent that all 
nonfaulty processors have reported on the children 
of U. 

We define a node to be saturated if n - t of its 
children each have n-t - 1 children of their own in the 
tree. A node will be called closed if it is either fixed or 
saturated. A processor p will not report on children 
of a node T > U before U is closed in p’s tree. The 
protocol will ensure that once all nonfaulty processors 
report on the children of U, U will be closed in all 
processors’ trees. As a result, at  least one corrupted 
node will become closed for all nonfaulty processors 
in every round. Thus, a corrupted node will delay 
the protocol for a t  most one round, and if k nodes 
become corrupted during a given run, then the root 
will become fixed in all processors’ trees by time k + 2 .  

4.2 The protocol 

We now describe the protocol in somewhat greater 
detail. Each processor maintains two subtrees of the 
EIG tree. One of them, called its auxilzary tree, is 
used to record all inforniation received in incoming 
messages. The other tree is called the mazn tree, 
and it is a carefully constructed “clean” subtree. The 
main tree is constructed incrementally based on the 
auxiliary tree, and the traversal is performed on the 
main tree. After an initialization stage, each pro- 
cessor traverses the nodes of its main tree in order, 
starting at  the root. Whenever it reaches a node, it 
updates the node’s descendants (children and grand- 
children) in its main tree from the auxiliary tree. If, 
by considering the node’s descendants, the processor 
can determine that the node is closed (fixed or sat- 
urated), it does some bookkeeping and continues to 
the next node in the tree. If the node is not closed, 
the processor broadcasts a message to all processors, 
reporting on the children of nodes it has visited dur- 
ing the traversal, and waits one round. If ever the 
processor determines that the root is fixed, it decides 
on the root’s value and continues to relay information 
for a few more rounds, and then stops. At time t + 1, 
if the processor has not yet decided, it decides in a 
consistent way and halts. 

The initialization step consists of two rounds. In 
the first, the source broadcasts its value, and in the 
second every processor broadcasts the value it re- 
ceived from the source. At time two (after the end of 
the second round), every processor updates the value 
of the root in its main tree, and starts the traversal 
at  the root. We now consider a general phase of the 
traversal. The auxiliary tree is updated based on the 

incoming messages. Senders of ill-formatted messages 
are listed as faulty. In particular, senders of long mes- 
sages, reporting on too many nodes, are also listed as 
faulty. The traversal is “at)’ a given node. It now per- 
forms its basic step, starting from the current node 
It first updates the children and grandchildren of the 
node from the auxiliary t,ree. Now comes a crucial 
point: by considering the grandchildren of the node, 
it determines which of the children of the node are 
faulty, and updates its list of faulty processors. Fi- 
nally, if the node the traversal is “at” is fixed based 
on its children and grandchildren, the processor up- 
dates the ancestors of this node, testing whether they 
are fixed, and deletes from the main tree the whole 
subtree of the highest ancestor that is fixed (all nodes 
but the ancestor itself). 

When the traversal is at  a node that is neither fixed 
nor saturated, the current phase of the traversal ends, 
and the processor broadcasts a message reporting on 
the children of all nodes it encountered in this phase 
of the traversal (including the node the processor is 
currently waiting at). We emphasize that a proces- 
sor’s traversal may wait a t  a given node for a number 
of rounds. It will wait at  the node as many rounds 
as necessary until the node becomes either fixed or 
saturated. (It will necessarily be the case that other 
nonfaulty processors are being delayed by earlier cor- 
rupted nodes, which are accountable for the delay.) 

We now expand on how a processor reports on chil- 
dren of nodes it visits in its traversal. Whenever the 
processor reports on a node corresponding to a pro- 
cessor that is listed as faulty, it reports 0 for the node 
for the purpose of fault masking. When the traversal 
reaches a node U that is fixed due already to its chil- 
dren, the processor will report on all existing children 
of U. However, if the traversal reaches a node T that is 
not fixed due to its children, the processor will report 
on all of the node’s children: It will report the value 
stored in all existing children, and report a value of 0 
for all of the missing children of 7. The reason this is 
a sound thing to do is that such a “missing” child will 
correspond either to a faulty processor, in which case 
we are free to report any value we like for it, or to a 
nonfaulty processor that has not yet reported on 7. 
However, it will turn out that when this nonfaulty 
processor does report on T ,  it will already be mask- 
ing its value and will report 0 for T. (This in fact 
depends on low level implementation details of the 
protocol that are beyond the scope of this outline.) 
The purpose of this early reporting on missing chil- 
dren is to ensure that once all nonfaulty processors 
report on the children of a corrupted node, the node 
will be fixed or saturated in all processors’ trees. 

As the processors’ traversals do not all proceed a t  
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precisely the same pace, a node can  be saturated but 
not fixed when one processor traverses it, and be fixed 
for another processor when it later reaches this node. 
This can happen because the slower processor may 
have values for more children of the node when it 
reaches it. In order to guarantee an appropriate ana- 
logue of Lemma l ,  the faster processor will always 
check back to see if any of its saturated nodes has 
become fixed, updating its main tree appropriately. 
For symmetric reasons, each processor will continue 
to report on new values of children of fixed nodes, as 
this information comes in (to the auxiliary tree). Re- 
call that the processor reports on the missing children 
only of nodes that are not imniediately fixed due to 
their children. 

Once a processor p decides on the root’s value, it 
continues to relay inforination until either time t + 1 
or time If aultyp I + 2, whichever conies first, where 
[ faul typ/  is the number of processors that p has de- 
tected as being faulty. 

Finally, we now specify how a processor decides 
on a value and halts at time t + 1, in case the root 
does not become fixed by that time. By time t + 1 
all processors w i l l  have past the first t - 1 corrupted 
nodes, and any processor that has not yet decided is 
waiting at  the final corrupted node. Our processor 
computes the majority of all correct children of that 
node, and ‘‘fixe>” the node to that value. The root 
will become fixed as  a result, and the processor will 
decide 011 its value. 

This completes our outline of tlie protocol. We can 
s110w: 

Theorem 4 Tlie restiltzng protocol has the followzng 
properties: 

e It as n polynoinaal-tame Byzantane agreement pro- 
tocol f o r  n > 8t .  

e It halts in min{t + 1, f + 2 )  rounds. 

e Every processor reports o n  at most n,2f nodes, 
a n d  performs a t  most O(n3t logn) steps of com.- 
p ut a t  ion.  

Figure 3 shows the traversal of two processors, p 
and q ,  during t8he first five rounds of a run of the 
prot*ocol. Tlie root is corrupted in this run, and after 
t,he third round processor p waits at  U ,  which is the 
first non-fixed node p encounters. Processor q ,  on the 
other hand, a.lrea.dy waits at  an earlier node than U ,  

for a simi1a.r reason. Following the fourth round, c 
becomes fixed and saturated for p .  U’S children are 
deleted from p’s tree, a.nd p proceeds in its traversal 
and wa.its a t  7. Processor q proceeds to  U ,  which is 
not yet satura.ted in its tree. This happens because 

- - - --t -51-  - 

I 
I El--Y 

... .  
I 
I 

/ I Q - - -  

Figure 3: The traversal of two processors 

some faulty processors have reported 1 on U ’ S  children 
to p but did not report on U to q .  In the fifth round 
both U and T become closed for bot,li processors, and 
they end up w a i h g  at  a later corrupted node. Notice 
that the processors do not traverse the tree at  the 
same pace, and may construct different trees in their 
individual traversals. However, as will be discussed in 
the next subsection, their traversals are coordinated: 
They do not wander too far apart, and tlie trees they 
construct are not t,oo different. 

4.3 Discussion 

We now discuss soiiie of the properties of the coordi- 
nated traversal protocol for n > 8t described in the 
previous subsection. For the purpose of this discus- 
sion, we will modify tlie definition of a corrupted node 
slightly, to better suit the protocol. Recall that it is 
no longer necessarily the case that values will ever be 
stored in all children of a node in t r e g .  We will thus 
call a node U corrupted f o r  p if neither U nor any of its 
ancestors is fixed in p’s main tree after p’s traversal 
reaches the node. 

As a processor leaves a saturated node after hav- 
ing received reports on the node’s children froin n - t 
processors, it turns out that up to t nonfaulty pro- 
cessors might be “left behind”, and end up proceed- 
ing in their traversal a t  a slower pace than the ma- 
jority of the processors. However, since in every 
round the smallest corrupted node at  which a pro- 
cessor is waiting becomes saturated, we are guaran- 
teed that the slowest processors will pass the Ic’th 
smallest corrupt,ed node by time Ic + 2. Thus, even 
the slow processors are guaranteed to progress at a 
reasonable pace. For a node to become saturated, 
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at. least n - 2t nonfaulty processors must report on 
its children. Therefore, a processor cannnot leave a 
corrupted node before at least n - 2t nonfaulty pro- 
cessors have reached this node in their traversal. Fur- 
thermore, we can show that whenever a processor’s 
traversal reaches a node CT, the processor already has 
values for n - 2t correct children of CT in its auxiliary 
tree. It follows that fast processors cannot run too 
far ahead of the crowd in their traversal. 

We now discuss the analogues to Lemmas 1 and 3 
in the context of the coordinated traversal protocol. 
The distributed, somewhat asynchronous, nature of 
the protocol makes it harder to reason about the rel- 
ative times at which nodes become fixed for different 
processors, or the relative times at which processors 
detect faulty processors. Statements about the coor- 
dinated traversal protocol are often made in terms of 
processors’ local states when their traversal reaches 
various points. For example, Lemma 1 as stated does 
not hold for our prptocol. I t  may take many rounds 
between the times that one processor discovers that 
a node is fixed, and the time another processor does. 
The following lemma forms the appropriate analogue 
of Lemma 1 for the coordinated traversal protocol: 

Lemma 5 Let r be fixed for p when p’s  traversal 
reaches r. Then r or one of its ancestors wall be fixed 
for  Q when, at Q later time, p reaches a node that is 
no smaller than a child of r. 

Notice that this lemma can be viewed as a reformula- 
tion of Lemma 1 for the EIG protocol as well, once we 
think of the EIG protocol as performing a naive form 
of a traversal, covering a complete level of the tree in 
every round. Like Lemma 1 ,  Lemma 3 also no longer 
holds for the coordinated traversal protocol. Indeed, 
one of the reasons that our protocol requires n > 8t 
is the need for an appropriate analogue of Lemma 3 
to hold. Recall that a processor is only guaranteed 
to have n - 2t correct children of a node when its 
traversal reaches the node. Intuitively if, when p has 
the values of n - 2t > 6t correct children of 7 it does 
not detect that 7 is faulty, then it must have received 
the same value for > 5t correct children of 7, and 
hence majority +t correct children of 7 report the 
same value, and thus 7 will not be corrupted. The 
direct analogue of Lemma 3 that we obtain is: 

Lemma 6 Let r z  be corrupted for  p .  Every non- 
faulty processor q will have detected that z is  faulty 
by the tame q reaches a node greater than U .  

A final point concerns the question of how a non- 
faulty processor can halt after at most f + 2 rounds 
despite the fact that it needs to  continue relaying in- 
formation to help possibly slower processors. As we 

illustrated earlier, every corrupting processor is de- 
tected as faulty by all nonfaulty processors. Let c 
be the total number of distinct corrupted nodes in 
a given run. It follows that every nonfaulty proces- 
sor detects 2 c faulty processors. Furthermore, the 
traversal guarantees that all processors will have de- 
cided by time c+2. It  follows that when a processor p 
halts at time liaulty,I + 2 it is guaranteed that all 
processors have decided. As f 2 Ifaulty,l, all pro- 
cessors halt by time f + 2. 

5 Conclusions 

This work presents the first polynomial-time (t +- 1)- 
round Byzantine agreement protocol for n = O(t) ,  
thereby resolving a classical open problem in the field. 
The protocol is obtained via a careful analysis of the 
information flow in the exponential information gath- 
ering protocol for Byzantine agreement. It combines 
early stopping with fault masking and the new co- 
ordinated traversal technique, which together greatly 
restrict the amount and type of damage a faulty pro- 
cessor can cause. Being based on the coordinated 
traversal, the protocol is genuinely distributed and 
somewhat asynchronous in nature. The processors 
construct different local trees on the fly, based on the 
dyna.mic information they receive during the run. At 
any given time different processors might be focus- 
ing on rather distinct parts of the tree. We are not 
convinced that any polynomial protocol for Byzan- 
tine agreement must necessarily be based on the EIG 
tree. Finding an alternative, perhaps simpler, scheme 
is an interesting open problem. Nevertheless, it does 
seem necessary that any such protocol have a rather 
dynamic nature, reacting appropriately to  the partic- 
ular behavior that faulty processors display. 

The coordinated traversal technique can also be ap- 
plied to the related consensus problem (see [BD]), 
yielding identical results both in terms of the com- 
putational complexity and the number of rounds re- 
quired. Our protocol can be trivially modified to be 
a szmultaneous BA protocol, in which all processors 
decide and halt simultaneously at time t + 1. In [BL], 
Burns and Lynch show how a simultaneous BA pro- 
tocol can be used to solve the distributed firing squad 
problem. Using their reduction, our protocol yields a 
polynomial time (t + 1)-round protocol for the firing 
squad problem in all failure models. This improves on 
the results of [BL] and [CDDS]. The communication 
complexity of the resulting protocol is comparable to 
the one in [CDDS], which works only in the more be- 
nign authenticated Byzantine failure model. 

The protocol we presented here works for n > 8t 

. 
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and the lower bound is n > 3 t .  We have recent,ly im- 
proved this protocol, obtaining a protocol for R > G t .  
The main observation used for the improvement, was 
that a faulty processor harms the protocol only if it 
delays the progress of one of the slower processors. 
Delaying one of the more advanced processors does 
not affect the total amount of time t,he prot,ocol re- 
quires. Thus, it suffices to guarantee that any proces- 
sor corrupting a node in the tree of one of the slowest 
processors be detected as faulty by all processors, to 
guarantee that the protocol will halt in t + 1 rounds. 
This allows more corrupted nodes to appear in the 
trees, and results in an O(n2)  increase in the coni- 
plexity of the protocol. The resulting prot,ocol still 
halts in min{t + 1, f + 2} rounds. We believe that the 
coordinated traversal technique will provide t4he basis 
for a protocol for n > 32 as well. The exact commu- 
nication and computation bounds for (t + 1)-round 
Byzantine agreement, and the tradeoff between the 
ratio of n and t and the complexity of the prot.ocols, 
remain open. 
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