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1 Principles of Modern Cryptography – Provable Security

Modern (theoretical) cryptography dealswithmathematical constructions of secure crypto-
systems. The paradigm of provable security enables us to develop and analyze crypto-
systems in a rigorous manner. The following are the three major principles of modern
cryptography:

• Proof of security: The goal of a theoretical cryptographer is to come up with a
scheme that is provably secure. As such, one should be able to prove that the scheme
is secure under some specified model. Proofs of security gives us some sort of a guar-
antee that the scheme is secure. Proofs of security are usually built on a formally
defined model, and are often conditional, in the sense that they make some compu-
tational assumptions.

• Formal definition of the cryptosystem: As a starting point, one needs to pre-
cisely define the cryptosystem that we are trying to protect. The formal definition
should capture sufficient detail on aspects like what does it mean to break the sys-
tem, how much power does the adversary have, what is assumed to be unknown to
the adversary, what is it that we’re trying to protect, etc.. The definitions should be
formulated carefully – a definition should not be too weak that it does not capture
real-world adversaries, nor should it be too strong so that designing efficient crypto-
systems satisfying the definition would be difficult.

• Assumptions: Most of modern cryptography, especially when dealing with com-
putational notions of security, rely on unproven conjectures or assumptions. Such
assumptions should be chosen with care, and popular, well-studied conjectures (e.g.
well-known conjectures in number theory) should always be favored over ad-hoc ones.
Similar trade-offs as in the case of formal definition apply here as well: too weak an
assumption may hamper the efficiency of the system, while assumptions that are too
strong stand the risk of being eventually proven wrong.

2 Symmetric Key Cryptography

One of the basic (though not the only) problems in cryptography is securemessage commu-
nication, where two parties need to securely communicate some secret information across
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an untrusted channel. An adversarial party may eavesdrop or even modify the messages in
transit, our goal is to trump any such attempt.

In the symmetric key setting, we assume that the two parties have some pre-shared random
string, called the key, unknown to the adversary. Formally, a symmetric key encryption
scheme is defined as follows:

Definition2.1. A symmetric key encryption scheme is a triplet of PPTalgorithmsGen, Enc,Dec.

• Gen is the key generation algorithm, which takes the security parameter n as input,
and gives a key k according to some distribution. k ← Gen(1n).

• Enc takes a messagem and a key k, and outputs a corresponding ciphertext c.
c← Enc(m, k).

• Dec takes a ciphertext c and a key k and outputs a corresponding messagem.
m := Dec(c, k). Note that, unlike Enc and Gen, Dec is ususally a deterministic algo-
rithm.

The following three spaces are associated with a cryptosystem:

• The message space M, from which the messages come from. While designing a
cryptosystem, we generally try to make no or minimal assumptions about the dis-
tribution ofM.

• The key space K, which is fully determined by Gen.

• The ciphertext space K, which is determined by K,M and Enc.

We need two more components before our definition of a cryptosystem is complete. We
need to identify who the adversary is and what his capabilities are; and what it means to
break the security of the system.

Threat Model Although perfect secrecy is the holy grail in cryptography, the require-
ment of a key as long as themessage that cannot be reusedmakes this infeasible for practical
purposes. Hence, we settle for the of computational security, we assume that our adver-
sary is a polynomial-time randomized algorithm. We need the probability that any such
adversary breaks our cryptosystem to be negligibly small. This naturally raises the ques-
tion, polynomial and negligible in what parameter?
This is where the security parameter n comes in – the asymptotic behavior of our crypto-
system is solely determined by the security parameter. Note that the running times of the
algorithms Gen, Enc,Dec also depend on n, which is crucial – in practice, one cannot set n
to arbitrarily large values and get arbitrarily powerful cryptosystems.
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The notion of computational security imposes two key restrictions on an adversary –
it needs to run in polynomial time and succeed with a non-negligible probability. The
justification for these restrictions are follows:

• An adversary that picks a random element k ∈ K and outputs c′ = Deck(m) can
succeed with probability |K|−1, which is not considered as a valid break. Hence,
we require the adversary to succeed with a probability significantly higher than
this. Usually, |K| = O(2n), so this requirement is captured by stipulating that the
success probability of the adversary should be non-negligible.

• On a similar note, an adversarywithout running-time bounds can do a brute-force
search on K. Restricting the running time of the adversary to be polynomial in n
avoids this possibility.

Note that our definition of security, like most of modern theoretical computer science,
is based on the asymptotic behavior the cryptosystem with the security parameter n.
This formalism makes it easy to reason about any concrete instantiation of the system.
On the other hand, if we were to design cryptosystems in an ad-hoc fashion, secure
against particular computers running for particular durations of time, wewould have to
redesign the entire system even when the adversary, for instance, buys amore powerful
machine.

Another dimension to consider while looking at the power of the adversary is, how much
control does the adversary have on the channel and the communicating parties. Depend-
ing on how powerful the adversary is in this regard, the attack model can be classified in
different ways.

• Ciphertext-only attack: In this model, the advesrary gets hold of one or more
ciphertext strings and nothing else. Generally, this model is too weak to be used in
practice.

• Chosen-plaintext attack: We assume that the adversary can get the ciphertexts
corresponding to one or more plaintext strings of its choice. This is the most com-
monly used threat model.

• Chosen-ciphertext attack: The adversary is allowed to produce one ormore cipher-
text strings and get their corresponding decryptions.

Break Model Informally, any information that the adversary gains about the message
counts as a break. Our goal would be to make sure that, regardless whatever prior infor-
mation the adversary has, it should not be able to gain any additional information. We
formally capture this idea using the notion of semantic security.
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3 Semantic Security

The notion of semantic security is the computational equivalent of the notion of perfect
secrecy. Semantic security tries to formally capture the notion that the knowledge of the
ciphertext should not provide the adversary any significant information about the under-
lying message.

Consider anypolynomial-time adversaryA, that has access to some ciphertext c := Enck(m).
Intuitively, an encryption scheme is semantically secure if A cannot gain any more infor-
mation aboutm than another adversaryA′ that has access to only the length of themessage
|m| can.

Definition 3.1. An encryption scheme Π = (Gen, Enc, Dec) is semantically secure if, for
every PPT algorithm cA, and polynomial-time computable functions f(·) and g(·), there
exists another PPT algorithm A′ such that∣∣∣∣∣P [A(1n, Enck(m), h(m)) = f(m)]k←Gen(1n)

m∈RM
− P

[
A′(1n, |m|, h(m)) = f(m)

]
m∈RM

∣∣∣∣∣
is negligible.

Intuitively, this is what the definition is trying to capture: let A be any PPT algorithm that
has some prior information about the message – namely h(m) – and has access to the
ciphertext Enck(m). Let f(m) be some function thatA is trying to compute. Then, the defi-
nition states that there is some other algorithmA′ that also computes f(x)without looking
at the ciphertext. A′ succeeds in computing f(m) with nearly the same probability as A.

Notice that we assume that the message length is known to the adversary, and our goal is
to only hide the specific content of the message and not its length.

3.1 Indistinguishability

The notion of semantic security as presented above, though precise, is tedious to work with.
This section explores an equivalent, alternate definition of semantic security. Intuitively,
the definition says that no PPT adversary should be able to tell apart between the encryp-
tions of two different messages.

Consider a private-key encryption scheme Π = (Gen, Enc,Dec). For any PPT adversary A,
we consider the following ‘game’ between A and a challenger:

• Initially, A outputs two messagesm0,m1 of its choice, such that |m0| = |m1|.

• The challenger chooses a random bit b ← {0, 1}, and returns Enck(mb) (for k ←
Gen(1n) to A.
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• A now tries to predict b.

We denote the above experiment by PrivKCOAΠ,A . The output of an instantiation of the experi-
ment with security-parameter n and the random bit choice as b is denoted as PrivKCOAΠ,A (n, b).

Definition 3.2. A symmetric-key encryption scheme is said to be IND-COA secure (i.e.
has indistinguishable encryptions under ciphetext-only attack) if, for every PPT adver-
sary A, ∣∣∣P [

PrivKCOAΠ,A (n, 0) = 1
]
− P

[
PrivKCOAΠ,A (n, 1) = 1

]∣∣∣
is negligible.

The definition states that, with high probability, A ‘behaves’ in the same way regardless
whether m0 or m1 was encrypted. In other words, A is unable to distinguish between the
two cases. Notice again that we explicitly stipulate that m0 andm1 are of equal length, we
make no attempt to hide the length of the message in the encryption.

Another equivalent way to formulate this definition is in terms of the success probability of
A in predicting the value of b –we need this probability to be only negligibly larger than 1/2
(which is the probability of success of an adversary that simply outputs a random bit). For-
mally, let b′ be the adversary’s prediction, and PrivKCOAΠ,A (n) = 1 if b = b′ and PrivKCOAΠ,A (n) = 0
otherwise.

Definition 3.3. A symmetric-key encryption scheme is said to be IND-COA secure (i.e.
has indistinguishable encryptions under ciphetext-only attack) if, for every PPT adver-
sary A,

P
[
PrivKCOAΠ,A (n) = 1

]
≤ 1

2
+ ϵ(n)

where ϵ(·) is a negligible function.

It can be proven that definitions 3.1, 3.2, and 3.3 are, in fact, equivalent.

Notice that the instinguishability definition is very similar in spirit to the indistinguisha-
bility definition of pseudorandom generators, seen earlier in the course. This similarity
is, in fact, not coincidental – in the upcoming lecture, we will leverage on this similarity to
construct an IND-COA-secure encryption scheme using a pseudorandom generator.

The 1n hack Notice the presence of a rather mysterious-looking 1n as an input
parameter to many algorithms in these notes. This is a common “hack” found in
complexity-theory literature. We want the running time of these algorithms to by
polynomial-time in the security parameter n – by passing 1n as a parameter, we en-
sure that the input length is of length at least n; and hence the algorithm gets to run for
time polynomial in n.
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