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In previous lectures, we have started to see various notions of cryptographic security.
We have seen the Ciphertext-Only Attack (COA) of a passive eavesdropper over an insecure
channel; and the Chosen Plaintext Attack (CPA) where an adversary can influence honest
parties to receive encryptions of messages of his choice. Today we see a stronger version of
security corresponding to the Chosen Ciphertext Attack (CCA).

1 Need for CCA Security

We define our scheme in the usual notation as Π = (Gen, Enc, Dec). In the Chosen Ci-
phertext Attack, the adversary has the added power to influence honest parties to decrypt
messages of his choice. This can be referred to as the Decryption Oracle (DO) service since
he has oracle access to the Deck(·) algorithm. As we will see, CCA is much more powerful
than CPA. Somewhat unexpectedly, getting the DO service is much easier than getting
Encryption Oracle service. Some practical examples are as follows:

1. In a customer-bank transaction, when a customer sends an instruction to his bank,
the attacker would substitute it with an arbitrary ciphertext - and the bank would
auto-reply with a confirmation message similar to ‘Are you sure you want to transfer
$X from my account to account number Y?’. The confirmation would possibly be sent
in the clear, most commonly as a text message. The attacker can easily observe the
decryption of his chosen ciphertext.

2. In military applications, an attacker can send an arbitrary ciphertext and then observe
the movements and actions of the troops to figure out what the message decrypted
to. (Note: This is very similar to the method cryptographers used during WWII to
break the famous Enigma cipher)

3. In a small company where all employees share the same key, an effective authentication
protocol could be: A sends B an encrypted message, B replies with the decrypted
plaintext to confirm that B shares the same key, and is hence an employee of the
company. As we can see this offers the potential for DO service if A is an attacker.
He can easily use this protocol to get decryptions for his chosen ciphertext.

The attacker is now active and malicious. He no longer sits passively on the channel but
modifies the ciphertext being sent. As we will see in the next section, even a little help from
the DO can be very harmful to security. We now demonstrate the break of a previously
secure scheme under the Chosen Ciphertext Attack.
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2 Padding Oracle attack on CBC mode

We know that the CBC mode encryption requires the message length to be a multiple of
the block length i.e. |m| = n · L for some integer n and L is the block length in bytes.
Practically, this is achieved by padding an arbitrary length message upto the desired length
and then using CBC mode to encrypt.

2.1 The PKCS#5 Padding Scheme

A popularly used padding scheme, PKCS#5 works as follows:

1. If message length is less than some multiple of L i.e. length of the last block is < L:
We add b bytes, each byte of value b to the end of the message; where b = the number
of bytes to be appended to the last block to make its length L.

2. If the message length is already a multiple of L: We append L bytes of value L each,
an entire block of padding - to keep the padding scheme consistent so as not to confuse
the receiver.

Therefore the padding scheme adds some x bytes of value x each to make the total message
length a multiple of L.

2.2 CBC Encryption and Decryption using PKCS#5

As described above, CBC encryption is as per the diagram below (IV chosen at random)

Where c0 = IV and each successive block of cipher text is calculated as c1 = Fk(c0 ⊕m1),
c2 = Fk(c1 ⊕m2) as per the CBC mode operation. The last block of the message contains
the padding b.

For decryption, we decrypt as per usual CBC mode. m1 = F−1(c1)⊕c0. The last block, say
m′2 = F−1(c2) ⊕ c1. Since we know this block contains the padding, we read the last byte
b. If the last b bytes have b value, we strip off the padding and get the original message. If
this is not satisfied, a ‘Bad Padding’ error occurs and the receiver asks for retransmission
of the message.

It is easy to see that if the adversary modifies the ith byte of c1 by ∆, the decrypted m′2
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will be modified at the ith byte by ∆. With this fact, and only partial information from
the DO about whether the ‘Bad Padding’ error has occurred i.e. if the decrypted message
is invalid, we can now proceed to show the attack on this cipher.

2.3 The Padding Oracle Attack

Assuming that A is the sender and B is the receiver. With all the information above, our
adversary proceeds to carefully modify the ciphertext sent by A as follows:

1. The adversary modifies the 1st byte of c1. If he sees a retransmission request, he
concludes that b = L i.e. the last block of the message is entirely padding as follows:

If the decryption has failed ⇒ Padding was invalid (from the algorithm)
⇒ When he modified the 1st byte of c1 it affected the padding
⇒ From the above, his change would have affected the 1st byte of m′2
⇒ The 1st byte of m′2 is padding
⇒ The entire block is padding.

2. If the modified ciphertext in the first step was valid, he concludes that the first byte
of m′2 is part of the message. He now modifies only the 2nd byte of c1. If he observes
a retransmission request, he similarly knows that the 2nd byte of m′2 is part of the
padding, but the 1st is not, therefore b = L− 1.

3. He now repeats this step a maximum of L − 1 times to get the value of b. (Since
b > 0 by the requirement of the padding algorithm). The leftmost byte at which the
decryption fails will be the first byte of the padding.

Once the adversary has the value of b, he knows the value of |m|, the message length. We
show that he can derive each byte of the message by a similar procedure:

1. The adversary knows that m′2 has last (b + 1) bytes as (.. B, followed by b bytes of
value b); where B is the last byte of the message.

2. He prepares a ∆1, which is all zeros except for the last (b + 1) bytes, which are
(i, b⊕ (b+1), b⊕ (b+1)..) where i is some integer between 0 - 256 (28 is the maximum
value of one byte). He now transmits c0, c1 ⊕∆1, c2.

3. Since he knows m′2 = F−1(c2)⊕ c1 =< some L− (b + 1) bytes >, B, < b times b >.

Now, m′2 = F−1(c2)⊕ c1 ⊕∆1

= < L− (b + 1) bytes >,B,< b times b > ⊕∆1

= < L− (b + 1) bytes >,B,< b times b > ⊕
< L− (b + 1) bytes of 0s >, i,< b times b⊕ (b + 1) >

= < L− (b + 1) bytes >,B ⊕ i, < b times (b + 1) >

If the decryption succeeds, ⇒ the padding is valid and hence B ⊕ i = (b + 1), since
we now have the expected padding to be (b+ 1) bytes (receiver reads the last byte of
the message)
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4. If the decryption fails, he tries another value of i, and he has to try at most 256 values
to get a success. For some i, B⊕ i = b+ 1, and then B can be recovered as (b+ 1)⊕ i.
In this manner, he has found the last byte of the message.

5. This method can be extended as follows to get the byte B1 just before B. If we use
∆1 = all zeros except for the last (b+2) bytes, which are (i, B⊕ (b+2), b⊕ (b+2), b⊕
(b + 2)..), it is now easy to see that the expected padding is b + 2 bytes and continue
the attack as before.

In this manner the adversary can easily recover the entire message, and the CBC mode
is now insecure under the Chosen Ciphertext Attack. It has been shown that for any
padding scheme, this weakness of the padding can be exploited to break security. The only
information received from the DO in this attack is whether or not the decrypted message
was valid. This brilliant attack was proposed by Serge Vaudenay in 2002.

It is now crucial that we capture CCA security in our security definitions.

3 Definition of CCA-Security

The formal definition of CCA is given as per our usual procedure, by an indistinguishability
experiment. The experiment PrivKcca

A,Π(n) is defined as follows:

1. The adversary A, is given oracle access to both Enck(·) and Deck(·)

2. A can query any (polynomially-bounded) number of messages and ciphertexts. This
is his training phase.

3. He submits two valid challenge messages m0, m1 of equal length. The messages could
be ones he previously queried in the training phase. (Note: This is possible because
encryption is now randomized)

4. The challenger picks a random bit b, and returns Enck(mb).

5. Again, A can query any (polynomially-bounded) number of messages and ciphertexts.
This is his post-challenge training phase. Note that he is restricted from submitting
his challenge ciphertext as a decryption query, because decryption would reveal mb

and no realistic security can be achieved.

6. At the end of this training phase A submits his answer b′, and he wins if b = b′. If he
wins, the PrivKcca

A,Π(n) experiment is said to output 1.

We then define a scheme to be CCA-secure, if ∀ PPT adversaries A, there is a negligible
function negl such that:

Pr[PrivKcca
A,Π(n) = 1] ≤ 1

2
+ negl(n)

Similarly we define multi-message CCA security experiment PrivKcca−mult
A,Π (n), except in

Step(3) A is allowed to choose two vectors of messages, ~M0 = (m0,1,m0,2..,m0,t) and ~M1 =
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(m1,1,m1,2..,m1,t) such that |m0,i| = |m1,i|. The challenger encrypts random ~Mb, and the
rest of the experiment is the same. We then have CCA security for multiple encryptions if
∀ PPT adversaries A, there is a negligible function negl such that:

Pr[PrivKcca−mult
A,Π (n) = 1] ≤ 1

2
+ negl(n)

We note that PrivKcca
A,Π(n) is a special case of PrivKcca−mult

A,Π (n), with t = 1. Hence if a
scheme is CCA-secure for multiple encryptions, it will hold for single message as well. For
the converse, we have the following theorem.

Theorem: Any cipher that is CCA-secure is also CCA-secure for multiple encryptions.

Hence for any scheme Π, we need only prove that it is CCA-secure for single message en-
cryption, and it implies multi-message CCA security. This is very helpful for the encryption
schemes of large messages, which can be implemented as multiple smaller encryptions.

4 CCA-Security is stronger than CPA-Security

We now explicitly show the strength of CCA-Security by proving an earlier CPA-secure
scheme to be insecure under this definition. We have seen the pseudorandom function
based encryption scheme Π = (Gen, Enc, Dec) and Enck(n) = (r, Fk(r) ⊕m) where r is a
random number and Fk(·) is a pseudorandom function. We have proved that this scheme
is CPA-secure, we now show a break under the CC attack.

1. A does not need the Encryption Oracle here. He submits two valid challenge messages
m0, m1 of equal length. m0 is the all-zero string and m1 is the all-ones string.

2. The challenger randomly picks mb and encrypts to return c∗ = (r, s∗).

3. A flips the first bit of s∗ to get s′, and submits c′ = (r, s′) to the Decryption Oracle.
If the decrypted message is (1000..) he guesses b′ = 0 and if the decrypted message is
(0111..) he guesses b′ = 1.

He can then break this CPA-secure scheme with probability 1. Hence CCA-Security is the
stronger security notion of the two.

5 Achieving CCA Security

To achieve CCA-security, we have to understand why the adversary can break our previ-
ously secure schemes. On observing the second attack, we can clearly see that the adversary
can manipulate known ciphertext to obtain new ciphertext such that he knows the rela-
tion between the underlying plaintexts. He then asks for the decryption of the modified
ciphertext to retrieve the original message. This property is called malleability. CPA-secure
schemes cannot guarantee non-malleability.

Therefore, we need a Symmetric Key scheme where creating a new ciphertext is almost
impossible. Additionally if an existing ciphertext is slightly modified, it should either result
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in an incorrect ciphertext or should decrypt to a plaintext which is unrelated to the original
plaintext. This will make the DO service useless to the adversary. We now see another
cryptographic primitive called Message Authentication Codes (MAC) which will help us in
creating such a cipher.

6 Message Authentication Codes

6.1 Need for MAC

In secure communication, we need not only message privacy but also authentication and
integrity.

• Message Authentication ⇒ If a message is received by a receiver, it was sent by the
sender. No one else can ‘pose’ as the sender and send a valid message.

• Message Integrity ⇒ The original message sent by the sender cannot be tampered
with, without knowledge of the receiver.

No encryption scheme that we have seen so far can give us these guarantees. In general
Encryption Schemes are designed keeping in mind only Message Privacy, and not Authen-
tication or Integrity. However these concepts are crucial in almost every scenario, in banks
and other organizations. This is the need for MAC.

6.2 MAC Definition and Syntax

Assuming as we always do, that a private key has been shared between A and B; and A is
sending a message to B. A MAC functions as follows:

1. A computes a ‘tag’ t on the message m using the key k, and sends the (m, t) pair
across the insecure channel.

2. B receives the message, checks the tag with the help of the key k. If the tag is valid
B accepts the message as a genuine message from A.

Formally, a MAC is a 3-tuple of algorithms denoted by (Gen, Mac, Vrfy) with the following
syntax:

1. Gen(1n) takes the security parameter n as input and outputs a key k uniformly at
random from the keyspace. It is a poly-time algorithm, which must be randomized so
as not to compromise security.

2. Mack(m) for m ∈ {0, 1}∗ takes the message and the key, and generates the tag t. This
poly-time algorithm can be deterministic or randomized.

3. Vrfyk(m, t) takes the message and tag received as input and outputs a 0/1 in poly-time,
denoting if the tag is valid. The verification algorithm is usually deterministic.

The above algorithms then define the keyspace K, the message space M, the set of legal
messages; and the tagspace T which contains all valid tags. Additionally for correctness
every MAC should satisfy:

Vrfyk(m,Mack(m)) = 1, a valid MAC must always return True on verification
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7 Towards Security of MAC

We go back to our Threat-Break model for security.

• Threat: We consider a computationally bounded adversary, who is possibly random-
ized. He can mount the following attacks:

1. Chosen Message Attack (CMA) - This attack is in the spirit of CPA. It models
the fact that the adversary can influence the honest parties to authenticate a
message of its choice.

2. Chosen Message and Verification Attack (CMVA) - This attack is in the spirit
of CCA. It models the fact that the adversary can influence the honest parties
to authenticate messages and verify (message, tag) pairs of its choice.

• Break: The following will be considered as a Break in our model:

1. The adversary cannot generate a new (m, t) pair such that he has not seen a tag
on m. i.e. He cannot generate a valid tag for a message he has not queried from
the Mac oracle.

2. The adversary cannot generate a new (m, t) such that he has not seen (m, t)
before. i.e. he cannot create any valid tag for any message including the ones he
has queried, except by using the tags he received from the Mac oracle. This is
hence the stronger notion of the two.

8 Security Definition of MAC

For our purposes of building a CCA-secure scheme, it is sufficient to use the CMA model
for the ‘Threat’. We now present two MAC Security experiments based on our two notions
of ‘Break’ security.

8.1 The Mac-forgeA,Π(n) experiment

1. The adversary A has access to the Mack(·) oracle, which he can adaptively query in
the training phase for tags on any messages of his choice. Let Q be the set of messages
he queried in this phase.

2. When training is complete, A generates a forged message-tag pair, (m∗, t∗).

3. A wins if Vrfyk(m∗, t∗) = 1 and m∗ /∈ Q. The experiment then outputs 1.

Then we say Π is existentially unforgeable under an adaptive chosen message attack or
CMA-secure if ∀ PPT adversaries A, there is a negligible function negl such that:

Pr[Mac-forgeA,Π(n) = 1] ≤ negl(n)
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8.2 The Mac-sforgeA,Π(n) experiment

1. The adversary A has access to the Mack(·) oracle, which he can adaptively query
in the training phase for tags on any messages of his choice. Let Q be the set of
(message-tag) pairs he queried in this phase.

2. When training is complete, A generates a forged message-tag pair, (m∗, t∗).

3. A wins if Vrfyk(m∗, t∗) = 1 and (m∗, t′) /∈ Q for any t′. This implies that he cannot
generate a tag for any message, including the ones that he queried. The experiment
then outputs 1.

Then we say Π is existentially unforgeable under an adaptive chosen message attack or
strong CMA-secure if ∀ PPT adversaries A, there is a negligible function negl such that:

Pr[Mac-sforgeA,Π(n) = 1] ≤ negl(n)

9 Note about MAC Security

In our ‘Break’ model we do not consider a resubmission of an (m, t) pair received from the
oracle as a violation of security. In real-life however (for eg: a bank transfer), this scenario
could cause serious concern. If, for example, an attacker kept retransmitting the genuine
transfer request, this could lead to multiple unauthorized transfers. This attack is called
the Replay Attack, and the MAC definition of security does not capture this.

However, this need is application-specific, and is hence better addressed by the outer pro-
tocol which uses the MAC for authentication. This attack has been negated in practice by
including message counters or timestamps with the message.

Now that we have learnt about MAC and its basic security notions, we can gradually pro-
ceed to building a secure MAC and then a CCA-secure Encryption Scheme using MAC in
the next lecture.
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