
Lecture 7

Zero-Knowledge for all NP

In this lecture, we present one of the most fundamental and amazing theorems in the theory of
cryptography. The theorem states that any NP-language has a zero-knowledge proof, and was
proved in [9]. The importance of this theorem is that it means that zero-knowledge proofs have a
wide use, and are not just specific to some peculiar languages.

The theorem is also the first positive use of the notion of NP-completeness. That is, rather
than using NP-completeness to show that something cannot be done, here it is used to accomplish
something positive; namely, the existence of zero-knowledge proofs for all NP. This is achieved
by presenting a zero-knowledge proof for an NP-complete language (namely, 3-colouring). Then,
any NP-language can be proven in zero-knowledge by first applying a Cook reduction to the input
(obtaining an instance of 3-colouring), and then proving that the resulting instance is indeed 3-
colourable. (There are some subtleties that must be addressed here, which will be discussed later.)
We note that the proof that we will present is computational zero-knowledge (and not perfect or
statistical). As we have mentioned, perfect or statistical zero-knowledge proofs do not exist for
NP-complete languages, unless the polynomial-hierarchy collapses.

7.1 Commitment Schemes

The construction of zero-knowledge proofs for 3COL uses a (perfectly binding) commitment scheme.
Commitment schemes are a basic ingredient in many cryptographic protocols. They are used to
enable a party, known as the sender, to commit itself to a value while keeping it secret from the
receiver (this property is called hiding). Furthermore, the commitment is binding, and thus in a later
stage when the commitment is opened, it is guaranteed that the “opening” or “decommitment”
can yield only a single value determined in the committing phase. One can think of a commitment
scheme as a digital envelope. Placing a value in an envelope and sealing it binds the sender to
the value. However, in addition, the receiver learns nothing about the value until the envelope is
opened.

In a perfectly binding commitment scheme, the binding property holds even for an all-powerful
sender, while the hiding property is only guaranteed with respect to a polynomial-time bounded
receiver. Note that to some extent, the hiding and binding requirements contradict each other. That
is, if a scheme is hiding, then no “information” about the committed value should be contained in
the commitment value. However, in such a case, it should be possible to reveal any value in the
decommitment stage. This contradiction is overcome by the use of computational assumptions, as
we will see below.
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48 LECTURE 7. ZERO-KNOWLEDGE FOR ALL NP

For simplicity, we begin by presenting the definition for a non-interactive, perfectly-binding
commitment scheme for a single bit. String commitment can be obtained by separately committing
to each bit in the string. We denote by C(σ; r) the output of the commitment scheme C upon
input σ ∈ {0, 1} and using the random string r ∈R {0, 1}n (for simplicity, we assume that C uses
n random bits where n is the security parameter).

Definition 7.1 (non-interactive perfectly-binding bit commitment): A non-interactive perfectly
binding commitment scheme is a probabilistic polynomial-time algorithm C satisfying the follow-
ing two conditions:

1. Perfect Binding: C(0; r) 6= C(1; s) for every r, s ∈ {0, 1}n and for every n ∈ N. (Equivalently,
it is required that {C(0; r)}r∈{0,1}∗ ∩ {C(1; r)}r∈{0,1}∗ = φ.)

2. Computational Hiding: The probability ensembles {C(0;Un)}n∈N and {C(1;Un)}n∈N are
computationally indistinguishable to non-uniform polynomial-time distinguishers.

A decommitment to a commitment value c is a pair (b, r) such that c = C(b; r).

Constructing bit commitment. We now show how to construct non-interactive perfectly-
binding commitment schemes.

Proposition 7.2 Assuming the existence of 1–1 one-way functions, there exist non-interactive
perfectly-binding commitment schemes.

Proof: Let f be a 1–1 one-way function and let b be a hard-core predicate of f (such a predicate
exists, as we have seen in Theorem 3.1). Then, define

C(σ; r) = (f(r), b(r)⊕ σ)

The binding property of C follows immediately from the 1–1 property of f . In particular, for every
r 6= s, it holds that f(r) 6= f(s) and so C(0; r) 6= C(1; s). Furthermore, f(r) fully defines b(r),
and so C(0; r) = (f(r), b(r)) 6= (f(r), b(r)⊕ 1) = C(1; r). We conclude that for every r, s ∈ {0, 1}n
(both in the case that r 6= s and in the case that r = s), it holds that C(0; r) 6= C(1; s).

The hiding property follows immediately from the fact that b is a hard-core predicate of f . In
particular, if it is possible to distinguish {f(r), b(r)) from {f(r), b(r)}, then it is possible to guess
b(r) given f(r). In fact, in the proof of Theorem 4.7 we have already formally proven this fact.
This completes the proof.

We note that allowing some minimal interaction (in which the receiver first sends a single mes-
sage), it is possible to construct almost perfectly-binding commitment schemes from any one-way
function [14].

String commitment. As we have mentioned, it is possible to construct secure commitment
schemes by concatenating bit commitments. However, in order to prove this, we need a definition
of security for string commitment. In the homework, you are asked to formulate the notion of
perfect binding for string commitment. Here, we will present a definition of hiding through a
“game” between the distinguisher and a commitment oracle. For a commitment scheme C, an
adversary A, a security parameter n and a bit b ∈ {0, 1}, consider the following experiment:
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The commitment experiment ComExpbA,C(n):

1. Upon input 1n, the adversary A outputs a pair of messages m0,m1 that are of the
same length.

2. The commitment c = C(mb; r) is computed, where r is uniformly chosen, and is
given to A.

3. A outputs a bit b′ and this is the output of the experiment.

We now have the following definition:

Definition 7.3 A string commitment scheme C is computationally hiding if for every probabilistic
polynomial-time machine A, every polynomial p(·) and all sufficiently large n’s∣∣∣Pr

[
ComExp0

A,C(n) = 1
]
− Pr

[
ComExp1

A,C(n) = 1
]∣∣∣ < 1

p(n)

If the above holds for every non-uniform polynomial-time machine A, then the scheme is computa-
tionally hiding for non-uniform adversaries.

In the homework, you are asked to prove the following proposition:

Proposition 7.4 Let C be a bit commitment scheme that fulfills Definition 7.1. Then, the string
commitment scheme C ′ that is defined by C ′(x) = C(x1), . . . , C(xn) where x = x1, . . . , xn fulfills
Definition 7.3.

A further extension to Definition 7.3 is to consider the case that A outputs a pair of vectors of
commitments m0 and m1 where each vector contains the same number of elements and for every i,
the length of the message mi

0 equals the length of the message mi
1. This definition is equivalent to

Definition 7.3 as can be shown via a standard hybrid argument.

Applications. Commitment schemes are used in many places in cryptography. One famous use
is in secure coin-tossing [2]. Specifically, in order to toss a coin, the first party commits to a
random bit σ1 and sends the commitment value c to the second party. The second party then
sends a random value σ2 to the first party. Finally, the first party decommits, revealing σ1, and the
result is σ1 ⊕ σ2. The idea behind this protocol is that the second party cannot make σ2 depend
on σ1 because of the hiding property of the commitment scheme. Likewise, the first party cannot
make its revealed value depend on σ2 because it chose σ1 first, and is bound to this value by the
commitment scheme. Thus, the result of the protocol is essentially the XOR of two independently
chosen coins, yielding the desired result.

7.2 Zero-Knowledge for the Language 3COL

Let G = (V,E) be a graph. We say that G ∈ 3COL (or G is 3-colourable) if there exists a function
φ : V → {1, 2, 3} such that for every (u, v) ∈ E it holds that φ(u) 6= φ(v). The function φ is called
a colouring of G. It is well known that 3COL is NP-complete.

The idea behind the zero-knowledge proof for 3COL is as follows. The prover commits to a
random 3-colouring of the graph G; more specifically, it commits to ψ(v) for every v ∈ V , where
ψ is a random permutation of the colours in φ. Next, the verifier asks to see the colours of the
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endpoints of a randomly chosen edge (u, v) ∈ E. Finally, the prover opens the commitments of
ψ(u) and ψ(v) and the verifier accepts if and only if ψ(u) 6= ψ(v).

In order to see that this is an interactive proof, notice that if the graph is not 3-colourable,
then for any commitment to a function ψ, there must be at least one edge (u, v) ∈ E for which
ψ(u) = ψ(v). It follows that the verifier will detect a cheating prover with probability at least
1/|E|. By repeating the proof many times with different random colourings each time (say, n · |E|
times), the soundness error can be made negligible. Regarding zero-knowledge, notice that in each
execution, the only thing that the verifier sees is a pair of numbers that are different. Since the
colouring is random and different in each execution, we have that the verifier learns nothing (in
particular, the verifier cannot create a picture of how the colouring looks in the graph).

Protocol 7.5 (computational zero-knowledge for 3COL):

• Common input: a graph G = (V,E) ∈ 3COL where |V | = n. Denote V = {v1, . . . , vn}.

• Prover’s auxiliary input: a colouring φ of G.

• The protocol:

1. The prover P chooses a random permutation π over the set {1, 2, 3} and defines a colour-
ing ψ = π ◦ φ of G (i.e., ψ(v) = π(φ(v))).

For every i = 1, . . . , n, the prover P computes ci = C(ψ(vi);Un). P then sends the
vector (c1, . . . , cn) to the verifier V . (Formally, each commitment value is two bits long
and so by our above construction of commitment schemes, 2n random bits are actually
needed. For simplicity, however, we will assume that only n bits are used.)

2. The verifier V chooses a random edge e = (vi, vj) ∈R E and sends e to P .

3. Let e = (vi, vj) be the edge received by P .1 Then, it opens ci and cj, revealing ψ(vi) and
ψ(vj) to the verifier V .

4. The verifier V accepts if and only if it received valid decommitments to ci and cj, and it
holds that ψ(vi), ψ(vj) ∈ {1, 2, 3} and ψ(vi) 6= ψ(vj).

Proposition 7.6 Assume that C used in Protocol 7.5 is a perfectly-binding commitment scheme.
Then, Protocol 7.5 is a computational zero-knowledge proof system for the language 3COL, with
an efficient prover, perfect completeness and soundness error 1− 1/|E|.

Proof Sketch: We first prove that Protocol 7.5 is an efficient-prover interactive proof. The
efficient-prover and perfect completeness properties are immediate. Regarding soundness, notice
that if G /∈ 3COL, then for every series of commitments (c1, . . . , cn) there exists at least one
e = (vi, vj) ∈ E such that ci and cj are either commitments to values that are not in {1, 2, 3}
or they are commitments to the same value. Otherwise, CG defines a valid 3-colouring of G, in
contradiction to the assumption that G /∈ 3COL.

We now sketch the proof that Protocol 7.5 is zero-knowledge (the proof is rather complete,
but some details are left out). We construct a probabilistic polynomial-time S who receives input
G ∈ 3COL, oracle access to a possibly adversarial probabilistic polynomial-time V ∗, and works as
follows:

1If the reply of the verify is not a valid edge, then P interprets it to be a pre-specified default edge.
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1. S attempts the following at most 2n|E| times (using independent random coin tosses each
time):

(a) S chooses a random edge e′ = (vi, vj) ∈R E. Simulator S then chooses ψ(vi) ∈R {1, 2, 3}
and ψ(vj) ∈R {1, 2, 3} \ {ψ(vi)}, and defines ψ(vk) = 1 for every k 6= i, j.

For every i = 1, . . . , n, simulator S computes ci = C(ψ(vi);Un) and hands the verifier
V ∗ the commitments (c1, . . . , cn).

(b) Let e be the edge that V ∗ sends as a reply.

i. If e = e′, then S decommits to ψ(vi) and ψ(vj) and outputs whatever V ∗ outputs.

ii. If e 6= e′, then S returns back to Step 1 for another attempt (using independent and
random coin tosses).

2. If all 2n|E| attempts fail, then S outputs fail and halts.

It is clear that S runs in (strict) polynomial time: there are 2n|E| iterations in the simulation and
each iteration involves a polynomial amount of work.

We begin by showing that S outputs fail with at most negligible probability. We prove this by
demonstrating that S succeeds in each iteration with “good enough” probability. This argument is
similar to the case of Diffie-Hellman tuples above, but is computational (rather than information-
theoretic). Specifically, if the probability that V ∗ replies with e = e′ is lower than 1/2|E|, then this
fact can be used to contradict the hiding property of the commitment scheme.2 Formally, assume
that for infinitely many graphs G, it holds that V ∗ upon input G outputs e = e′ with probability
less than 1/2|E| when interacting with the simulator. We show how this contradicts the hiding
property of the commitment scheme. We begin by constructing a modified simulator S′ who chooses
a random edge e like S. However, S′ sets ψ(v) = 1 for all v ∈ V (including the endpoints of e).
When V ∗ interacts with S′, we have that in V ∗’s view the chosen edge e is uniformly distributed in
E (even given the commitments). Therefore, V ∗ replies with e = e′ with probability exactly 1/|E|.
It remains to show that if V ∗ replies with e = e′ with probability that is less than 1/2|E| when
interacting with S, then this can be used to distinguish commitments. This can be demonstrated
using Definition 7.3 of hiding (with the extension to vectors of messages). Informally speaking, a
distinguisher D for the commitment scheme works in the same way as S and S′, except that it
generates the vector m0 to contain two 1’s and the vector m1 to contain the colours ψ(vi) and ψ(vj).
Then, D hands V ∗ the commitments it received from its oracle along with n− 2 commitments to 1
that it generates itself (the commitments are placed in the appropriate order). Finally, D outputs
1 if and only if V ∗ replies with e = e′. Now, if D received back a commitment to two ones, then
the distribution is exactly that generated by S′ and so e = e′ with probability exactly 1/|E|. That
is,

Pr[ComExp0
D,C(n) = 1] =

1

|E|
In contrast, if D received back a commitment to the colours ψ(vi) and ψ(vj), then the view of V ∗

is exactly as in an interaction with S. Thus, if V ∗ sends e = e′ with probability less than 1/2|E| it
follows that

Pr[ComExp1
D,C(n) = 1] <

1

2|E|
Combining the above we have that for infinitely many G’s (and thus infinitely many n’s, the
distinguisher D distinguishes between the commitments, in contradiction to the hiding property

2In fact it can be shown that e must equal e′ with probability that is at most negligibly far from 1/|E| but it is
easier to take the concrete 1/2|E|.



52 LECTURE 7. ZERO-KNOWLEDGE FOR ALL NP

of the commitment scheme. Thus, e = e′ with probability at least 1/2|E|. This implies that the
probability that S fails in all of these attempts is at most (1−1/2|E|)2n|E| < e−n and so is negligible.
That is, S outputs fail with negligible probability.

Next, we prove that S’s output is computationally indistinguishable from the output of V ∗ in a
real execution with the honest prover P . In order to see this, we first consider a modified simulator
S̃ who receives a real 3-colouring φ of the input graph. Then, S̃ works in exactly the same way as
S except that it commits to a random permutation of the valid 3-colouring. (Of course, S̃ is not a
valid simulator, but this is just a mental experiment.) It is clear that the output distribution of S̃,
given that it doesn’t output fail is identical to that of a real transcript between the honest prover
and V ∗ (the rewinding until e = e′ makes no difference). That is, we have:

{〈P, V ∗〉(G)}G∈3COL ≡
{
S̃(G) | ¬fail

}
G∈3COL

However, since S and S̃ output fail with at most negligible probability (where the latter is shown in
the same way as for S), we have that there can be at most a negligible difference between the two
distributions. Thus they are computationally indistinguishable (in fact, even statistically close).
That is:

{〈P, V ∗〉(G)}G∈3COL

c≡
{
S̃(G)

}
G∈3COL

We proceed to show that the output distribution of S̃ is computationally indistinguishable from
the output distribution of S. We use Definition 7.3 in order to prove this, or actually, its extension
to the case that the adversary outputs a pair of vectors of messages. Assume by contradiction
that there exists a (non-uniform) polynomial-time distinguisher D and a polynomial p such that
for infinitely many graphs G ∈ 3COL (where n denotes the number of nodes in each such graph)
it holds that ∣∣∣Pr[D(S̃(G)) = 1]− Pr[D(S(G)) = 1]

∣∣∣ ≥ 1

p(n)

We now use D to construct a non-uniform probabilistic polynomial-time distinguisher D′ for the
commitment scheme C. Distinguisher D′ is given a graph G ∈ 3COL along with its colouring as
auxiliary input and works as follows:

1. D′ fixes the random-tape of V ∗ to a uniformly distributed string R.

2. D′ prepares 2n|E| vectors of commitments as follows. For each vector it chooses an indepen-
dent random edge e′ = (vi, vj) ∈R E. It then constructs vectors of messages as follows. The
first vector consists of n−2 messages of value 1. In contrast, the second vector is constructed
by first choosing a random colouring ψ of G (like the honest prover) and setting the messages
to be the colours of all nodes except for vi and vj ; the colours are given in the order of the
nodes from v1 to vn excluding vi, vj . Note that there are n− 2 values in this vector as well.
The vectors m0,m1 are constructed by concatenating all of the above. That is, m0 consists
of all of the vectors of the first type, and m1 consists of all of the vectors of the second type.

D′ hands m0,m1 to its commitment oracle and receives back a vector of commitments c.

Denote the m
def
= 2n|E| vectors of commitments inside c by c1, . . . , cm, and denote the com-

mitments in the vector c` by c`k for k = 1, . . . , n, k 6= i, j. Our intention here is that c`k is the
“message” associated with node vk inside c`.

3. For ` = 1, . . . , 2n|E|, distinguisher D′ works as follows:
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(a) Given c` with random edge e′` = (vi, vj) that was chosen for this `th part, distinguisher
D′ computes commitments c`i = ψ(vi) and c`j = ψ(vj). D

′ then hands the commitments

c`1, . . . , c
`
n to V ∗.

(b) Let e be the edge that V ∗ sends as a reply.

i. If e = e′`, then D′ decommits to c`i and c`j to V ∗ (D′ can do this because it generated
the commitments ci and cj itself). Then, D′ receives the output generated by V ∗

and outputs whatever D outputs on this.

ii. If e 6= e′`, then D′ returns back to the beginning of the loop.

4. If D′ “fails” on all attempts, then it invokes D on the string fail and outputs whatever D
outputs.

It is not difficult to ascertain that when D′ is interacting in experiment ComExp0
A,C(n) and so it

receives commitments to m0, the distribution generated by D′ is exactly the same as S. Thus,

Pr[ComExp0
D′(1n,G,φ),C(n) = 1] = Pr[D(S(G)) = 1]

On the other hand, when D′ interacts in experiment ComExp1
A,C(n) and so it receives commitments

to m1 that constitute a correct colouring, the distribution generated by D′ is exactly the same as
S̃. That is,

Pr[ComExp1
D′(1n,G,φ),C(n) = 1] = Pr[D(S̃(G)) = 1]

Combining the above, we have that for infinitely many G ∈ 3COL it holds that∣∣∣Pr[ComExp0
D′(1n,G,φ),C(n) = 1]− Pr[ComExp1

D′(1n,G,φ),C(n) = 1]
∣∣∣ ≥ 1

p(n)

in contradiction to the extended hiding property of the commitment scheme. We conclude that
the output distribution of S is computationally indistinguishable from the output of V ∗ in a real
execution of the protocol. This completes the proof.

We remark that by repeating the proof many times sequentially, the soundness error can be
made negligible.

7.3 Zero-Knowledge for every Language L ∈ NP
A protocol for any NP-language L is obtained as follows. Let x ∈ L. Then, both the prover and
verifier first compute a Cook reduction of x to G, via the reduction to 3-colouring. Next, they run
the 3COL protocol described above. (In order for the prover to be efficient, the witness to x ∈ L
must also be “translated” into a witness for G ∈ 3COL.)

We note that there is a subtlety here that needs to be addressed. Specifically, the verifier now
has additional information about G that is not provided to the verifier in the setting of 3COL. This
additional information is a value x ∈ L such that the Cook reduction of L to 3COL transforms
the value x to the input graph G. Now, if the protocol used is zero-knowledge also for the case of
auxiliary inputs (as indeed Protocol 7.5 is), then the protocol for L is also zero-knowledge. This
can be seen by just defining the auxiliary input of V ∗ to be such an x. An alternative approach to
solving this problem is to notice that 3-colouring has a Levin reduction, meaning that given G it is
possible to efficiently go “back” and find x. In such a case, x can be efficiently computed from G
and so this information can be obtained by V ∗ itself. Thus, the original verifier actually does not
have any additional information beyond the input G itself.
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Recalling that commitment schemes can be constructed from any one-way function [14], we
conclude with the following theorem:

Theorem 7.7 Assume the existence of one-way functions. Then, every language L ∈ NP has
a computational zero-knowledge proof system with an efficient prover, perfect completeness, and
negligible soundness error.

7.4 More on Zero-Knowledge

In the material presented in class, we have barely touched the tip of the iceberg with respect to zero-
knowledge. Two topics of utmost importance that we did not relate to at all are zero-knowledge
proofs of knowledge and non-interactive zero-knowledge proofs. We refer students to [5,
Section 4.7] and [5, Section 4.10], respectively, for material. It is also recommended to read [5,
Sections 4.5,4.6,4.8] regarding negative results on zero-knowledge, witness indistinguishable proofs,
and zero-knowledge arguments.
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