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Cyber-Physical Systems (CPS)

Medical Devices Automotive Robotics Aeronautics Process control

Systems in which software ``cyber” interacts with the ``physical’’ world

The 2013 report  the US President’s  Council  of  Advisors on Science and Technology 
(PCAST) reaffirmed the importance of CPS as a top priority for federal research funding
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Enhanced safety, security and efficiency through sophisticated functionalities 
✤ Self-driving functionality in cars, automated load balancing in Smart Grids

Complex and safety critical systems!



Complex systems
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Automotive
✤ Today’s automobiles have more than 

100 electronic control units. 
✤ Anti-lock  brake  system,  electronic 

stability control, power-train, cruise 
control, air bag, navigation module

✤ More than 100 million lines of code
✤ Advanced features

✤ lane assistants 
✤ autonomous  driving  on  the 

highways
✤ support for platooning

✤ Safety critical
✤ improper functioning could lead to 

accidents and deaths

Medical Devices
✤ A network of medical devices 

✤ to monitor and control physiological 
processes

✤ infusion  pumps,  pacemakers, 
defibrillators, nerve sensors, …

✤ Complex systems
✤ interact  with  a  complex  system  - 

human body
✤ help surgeons - robotic surgery

✤ Safety critical
✤ embedded in the human body
✤ could lead to death



Ramifications of software/design errors!

Together, these trends threaten to undermine our
good standing in society as masters of a technology that
can be trusted.

The Punch Line
In slightly dramatized form, the message of this article can
be summarized by drawing some contrasts. Consider the
following mathematical statement:

Theorem: Given plant g s( ), compensator k s( ), and
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In words, this theorem states that the sensitivity function
of a feedback system must not only be finite in the right-half
plane, but it must pass through certain interpolation points
corresponding to right-half-plane singularities of the loop.
Most of us recognize this immediately as an elegant and
compact description of control system constraints imposed
by unstable, nonminimum-phase systems. It was formally
developed in the context of parametrizing all stabilizing
controllers, and it was popularized in the 1980s as part of
the interpolation-theoretic approach to H∞ optimization.
(Of course, it was understood as stated above for single-in-
put, single-output (SISO) systems as far back as the 1950s.
Some historical notes on this theorem can be found in [1].)

Unfortunately, we are not as quick to recog-
nize that this mathematical description includes
some very dangerous systems. For example, the
theorem applies to the JAS-39 airplane (the SAAB
Gripen), which crashed on landing in 1989 in one
of its first test flights. Figure 1 shows a video
frame from the crash. Fortunately, the pilot sur-
vived, but the airplane was lost and its develop-
ment program substantially delayed.

The theorem also applies to the Chernobyl
nuclear plant, shown in Figure 2 as it appeared
shortly after its accident in 1986. We are all famil-
iar with the consequences of that accident—
hundreds of people dead, hundreds of thou-
sands evacuated, and hundreds of millions of
dollars in cleanup costs.

These and other examples dramatize the con-
trast between elegant mathematical statements
and the real physical systems that they purport
to describe. I have selected these two examples
because both catastrophes involve explicit,

traceable responsibilities of control systems. We will take a
closer look at those responsibilities later.

My point is this: As society permits control engineers to
operate more such dangerous systems, we who teach
those engineers and fashion their tools cannot hide from
responsibility under a cloak of mathematics. We dare not
instill the notion that mathematical rigor is the only goal to
strive for in control. We must also instill respect for the
practical, physical consequences of control, and we must
make certain that its underlying principles are taught
clearly and well.

I want to explore this point by reviewing some basic facts
about unstable plants. Again, we will consider unstable to be
synonymous with dangerous, even though this is not all in-
clusive. I want to review these facts:

• unstable systems are fundamentally, and quantifiably,
more difficult to control than stable ones

• controllers for unstable systems are operationally
critical

• closed-loop systems with unstable components are
only locally stable.

These facts should be well known to all of us, but as we
will see, they are not always taken to heart.
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Basic Facts About Unstable Plants
• Unstable systems are fundamentally, and quantifiably,

more difficult to control than stable ones.
• Controllers for unstable systems are operationally

critical.
• Closed-loop systems with unstable components are only

locally stable.

Figure 1. Gripen JAS39 prototype accident on 2 February 1989. The pilot
received only minor injuries.
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Fact 1: Fundamental,
Quantifiable Control Difficulty
One of the best-known examples of instability is the inverted
pendulum, or the “broomstick balancing problem.” Those of
us who learned our craft in the 1950s and 1960s know this
problem well, either through the little cart experiments that
appeared during those years in various university labs
around the world or through textbook examples and simula-
tions. Recall that this problem was motivated by the space

race. Control engineers had to learn how to balance rockets
on top of their plumes on their way to earth orbit. It is still an
important problem today, in the post-Challenger era, as mod-
ern boosters, now built in several countries around the
world, become more difficult to balance.

I bring up the inverted pendulum because it nicely illus-
trates our first fact. The illustration is this: I can obviously
balance an ordinary stable pendulum without difficulty. I
can also easily balance a long inverted pendulum, even in
front of a room full of people. However, I find it more difficult
to balance a shorter inverted pendulum, and I find it impos-
sible to balance a very short one. You have probably tried
this yourself. The exact lengths you can balance might be
different, but the trend will be the same.

Certainly the theorem just cited has an explanation for
this illustration hidden in it somewhere, and we could try to
extract that explanation using all the modern machinery at
our disposal. Perhaps we could compute some minimum H∞

norms or even some minimum structured singular values
achievable by human controllers. Of course, in our calcula-
tions, we would need to pay due attention to the inherent
handicaps of such controllers, such as reaction time,
neuromuscular lags, limb inertias, and many other uncer-
tainties covering the fact that humans, and most everything
else in the physical world, are not finite dimensional, linear,
and time invariant.

The Bode Integrals
I will try to explain these observations in the frequency do-
main the way Hendrik Bode might have done it. It turns out
that such an explanation is insightful, plain, and clear and is
therefore preferable to many modern ones.

First, note that the difference between balanc-
ing long sticks and short sticks has to do with the
location of the unstable mode. This is obvious
from the linearized equations of motion of the
stick. Under the simplifying assumption that all
mass is concentrated at the end of the stick, these
equations show an unstable pole at g L/ , where
g denotes the acceleration of gravity and L de-
notes length. Divergence becomes more rapid as
L decreases.

A frequency domain quantification of control
difficulty in the face of such changing instabili-
ties is captured by the Bode integrals (see
sidebar). At the risk of sounding dogmatic, I be-
lieve that every control theoretician and every
control engineer should know these integrals
and understand their meaning. Unfortunately,
we have not always taught them well.

My own background illustrates this last obser-
vation. You can judge for yourself, using your own
background. During my entire control education
as an undergraduate and graduate student in the
1960s, I ran across only the first integral, only
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Figure 2. Chernobyl nuclear power plant shortly after the accident on 26 April
1986.

Bode Integrals

The first integral applies to stable plants and the sec-
ond to unstable plants. They are valid for every stabi-
lizing controller, assuming only that both plant and

controller have finite bandwidths. In words, the integrals
state that the log of the magnitude of sensitivity function of a
SISO feedback system, integrated over frequency, is con-
stant. The constant is zero for stable plants, and it is positive
for unstable ones. It becomes larger as the number of unsta-
ble poles increases and/or as the poles move farther into the
right-half plane. (Technically, we must count all unstable
poles here, including those in the compensator, if any.)
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Disasters due to unstable components
✤ Gripen  JAS39  prototype  airplane 

crash landed during test flight
✤ Chernobyl  nuclear  power  plant 

accident

Recalls due to software bugs
✤ Today more than 20% of medical 

device  recalls  are  due  to 
software errors

✤ The  2010  Toyota  recall  due  to 
software  problems  in  anti-lock 
brake software costed $2 billion

4The New York Times |Source: Florida traffic crash report

Disasters due to software errors
✤ Tesla’s self driving car accident

Grand Challenge
How do we build and deploy 
reliable CPS? 



Software Development Process
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Requirements

Design

Implementation

Verification

Maintenance

Mathematical Modeling & Simulation

Model-based Design
✤ Testing starts early
✤ Discover bugs in the design phase
✤ Easier to fix



Model-based Design
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Model the plant

Control Design

Simulate/Verify

Implementation

yu

ẋ = f(x, u)

y = h(x)

Physical System

Control

u = g(y)

✤ Tools/Languages for modeling: 
✤ Mathworks Simulink/Stateflow,
✤ Esterel Technologies SCADE 

✤ Manual Design of Control
✤ Support for simulation and verification
✤ Automated code generation



Model-based Design
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✤ Modeling and simulation leads to rapid prototyping, software testing and 
verification.

✤ Provides a common design environment which facilitates general 
communication, data analysis and system verification between development 
groups.

✤ Engineers can locate and correct errors early in system design, when the time 
and financial impact of the system modification are minimal.

✤ Design reuse, for upgrades and for derivative systems with expanded 
capabilities, is facilitated.

✤ Automatic code generation reduces the effort of the verification of the code.
✤ Applications involving motion control, industrial equipment, aerospace and 

automotive control systems.
✤ Lower product development cost and time - 60% savings in cost



Model-based design and analysis
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The recently approved DO-178c which is the primary document used by authorities such 
as the FAA has a section recommending formal methods for analysis

State of the art analysis
✤ Simulation based analysis
✤ Detects presence of bugs
✤ Simulations don’t suffice!

Need stronger guarantees of 
correctness

Model the plant

Control Design

Simulate/Verify

Implementation

Formal Verification

Formal Synthesis

Formal Verification
✤ deduces absence of errors

Formal Synthesis
✤  correct-by-construction



Formal Verification

✤ Models for Cyber-Physical Systems (Automata based)
✤ Correctness Specifications (Logic based)
✤ Verification Algorithms
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Model

Specifications

Verification Proof/
Certificate

Model checker/
Theorem prover

Counterexample

Broad Goal:
Learn state-of-the-art formal analysis techniques for cyber-physical systems
Focus: Hybrid systems modeling and analysis



Hybrid Systems

Rigorous techniques for CPS verification through hybrid systems theory
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ẋ = f(x, u)

y = h(x)

yu

u = g(y)

Plant

Control

Hybrid Systems
Systems with mixed discrete and 
continuous behaviors

Vehicle dynamics,
heart, …

Digital Logic, 
Software



Informal Introduction to Hybrid Systems 

Systems with mixed discrete and continuous behaviors
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Industrial Process Control
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Process Control

13

✤ Industrial process control typically consists of continuous or batch material flow 
which goes through a number of stages of various treatments: heating, cooling, 
mixing, reaction, separation, buffering.

✤ Chemical, Petro-chemical, pulp and paper, steel industries.
✤ Though the flow of materials is continuous, there are several sources of 

discontinuities.
✤ Sensors and actuators are often fundamentally discontinuous.
✤ Discrete events can be a useful abstraction to model various mode switchings 

used in the specification and control of basically continuous processes.
✤ Gain scheduling and adaptive controllers are typically mixed discrete-

continuous.



Process Control: An Example
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Operation
✤ The two chemicals A and B from 

Tank 1 and Tank 2, respectively, 
are mixed in Tank 3

✤ Input rates from Tank 1 and Tank 
2 are assumed to be constants

✤ The ratios of the volumes of A 
and B have to be within a range 
to prevent undesirable reactions

✤ Controller controls the switching 
on the valves and the pump

bined with continuous and discrete specifications to pro- 
duce a controller design (fourth section). The first approach 
applies Wonham-Ramadge supervisory control theory, and 
is closely related to recent results by Antsaklis et al. [3]. 
This is discussed in detail in fifth section. The other two 
methods directly utilize the continuous specification for 
determination of a control event generator, where time-op- 
timal aspects are introduced as an option in the last ap- 
proach. 

The suggested model can be seen as a generalization of 
previously proposed ones and the relations between the different 
models are discussed. Finally, an example is given which illus- 
trates hybrid control-law synthesis, applying the time-optimal 
design approach. 

Mixed Discrete and Continuous Features 
in Process Control 

We will in the sequel discuss various characteristics of process 
control applications which we find particularly relevant from the 
hybrid modeling point of view. We will not try to strictly define 
what we mean by process control, but loosely speaking we refer 
to industrial manufacturing processes, dealing with continuous 
or batch material flows. Typically, these material flows go 
through a number of stages of various treatments, e.g., heating, 
cooling, mixing, reaction, separation, buffering etc. Examples 
can be found in (petro)chemical, pulp and paper, and steel 
industries. 

One may ask why it is interesting to consider new hybrid 
modeling paradigms to describe systems found in the process 
control area. This is a natural question, since the phenomena to 
be modeled are all concerned with fundamentally continuous 
flows of material and energy. There are, however, a number of 
reasons to include discontinuous mechanisms into the continu- 
ous process models: 

I -/- Tank2 I 

8 cont. 
1 /sensor 

Tank3 11 

L . d  Temp. 
sensor 

* ' Drooortional 
Heater vaLe 

Fig. 1. Process example. 
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0 It may be of interest to explicitly model inherent process 
discontinuities, at which the continuous behavior is drasti- 
cally changed. 

0 Actuators and sensors are often fundamentally discontinu- 

Discrete events can be a useful abstraction to model various 
mode switching used in the specification and control of the 
basically continuous process. 

The purpose of this section is to illustrate these situations and 
to discuss some aspects on how to include the discontinuous 
behavior in the continuous models. We do this with the firm belief 
that a basic understanding of the characteristics of the system to 
be modeled is a fundamental prerequisite in any modeling activ- 
ity, and we will use the discussion to motivate the treatment on 
hybrid models later on in the article. 

ous. 

Illustrating Process Example 
For illustration of basic principles and control strategies for 

hybrid systems, we will throughout the article refer to the simple 
flow process in Fig. 1 consisting of three coupled tanks. Two of 
the tanks are filled via on/off valves and the tanks are emptied 
via a valve and a pump, respectively. Both tanks are equipped 
with binary level sensors, indicating whether the level has 
reached certain preset values. One of  the inlet tanks has a heater 
and a temperature sensor. 

The two components are mixed in the third tank, which can 
be emptied via a proportional valve. This tank has a continuous 
level sensor. A hybrid controller for the mixing process in this 
tank is developed in the sixth section. 

Continuous Features 
As pointed out above, the basic phenomena in process control 

are inherently time continuous. The dynamical properties can 
often be determined using the well-known principles of conser- 
vation of mass and energy, supplemented with constitutive equa- 
tions, describing various process components. 

In many circumstances, the modeling based on physical 
properties leads to a system description in state space form, 

where u(t) is the vector of external inputs. Other model types can 
be obtained in specific situations. If the modeling is based on 
subsystem models, the resulting equations are often of differen- 
tial-algebraic type, see e.g. [9]. Physical modeling can also easily 
lead to models with partial differential equations, typically ap- 
proximated, so that the model can be handled in standard state 
space form. 

The model in (1) is in a quite general form, and a thorough 
analysis of its properties must certainly be carried out in a 
continuous time framework. Still, in process control applications 
it is often the case that a simpler description is relevant, because 
of the way the control input is generated. If the system is 
controlled in a feedback configuration, the dynamics can-at 
least on a macroscopic scale-be described in a much simpler 
way. An example of this is the integrator model below. 

Integrator Processes. If we assume that the system (1) is 
tightly controlled by a feedback controller, the set point of which 

IEEE Control Systems 



Process Control: An Example
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bined with continuous and discrete specifications to pro- 
duce a controller design (fourth section). The first approach 
applies Wonham-Ramadge supervisory control theory, and 
is closely related to recent results by Antsaklis et al. [3]. 
This is discussed in detail in fifth section. The other two 
methods directly utilize the continuous specification for 
determination of a control event generator, where time-op- 
timal aspects are introduced as an option in the last ap- 
proach. 

The suggested model can be seen as a generalization of 
previously proposed ones and the relations between the different 
models are discussed. Finally, an example is given which illus- 
trates hybrid control-law synthesis, applying the time-optimal 
design approach. 

Mixed Discrete and Continuous Features 
in Process Control 

We will in the sequel discuss various characteristics of process 
control applications which we find particularly relevant from the 
hybrid modeling point of view. We will not try to strictly define 
what we mean by process control, but loosely speaking we refer 
to industrial manufacturing processes, dealing with continuous 
or batch material flows. Typically, these material flows go 
through a number of stages of various treatments, e.g., heating, 
cooling, mixing, reaction, separation, buffering etc. Examples 
can be found in (petro)chemical, pulp and paper, and steel 
industries. 

One may ask why it is interesting to consider new hybrid 
modeling paradigms to describe systems found in the process 
control area. This is a natural question, since the phenomena to 
be modeled are all concerned with fundamentally continuous 
flows of material and energy. There are, however, a number of 
reasons to include discontinuous mechanisms into the continu- 
ous process models: 

I -/- Tank2 I 

8 cont. 
1 /sensor 

Tank3 11 

L . d  Temp. 
sensor 

* ' Drooortional 
Heater vaLe 

Fig. 1. Process example. 
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0 It may be of interest to explicitly model inherent process 
discontinuities, at which the continuous behavior is drasti- 
cally changed. 

0 Actuators and sensors are often fundamentally discontinu- 

Discrete events can be a useful abstraction to model various 
mode switching used in the specification and control of the 
basically continuous process. 

The purpose of this section is to illustrate these situations and 
to discuss some aspects on how to include the discontinuous 
behavior in the continuous models. We do this with the firm belief 
that a basic understanding of the characteristics of the system to 
be modeled is a fundamental prerequisite in any modeling activ- 
ity, and we will use the discussion to motivate the treatment on 
hybrid models later on in the article. 

ous. 

Illustrating Process Example 
For illustration of basic principles and control strategies for 

hybrid systems, we will throughout the article refer to the simple 
flow process in Fig. 1 consisting of three coupled tanks. Two of 
the tanks are filled via on/off valves and the tanks are emptied 
via a valve and a pump, respectively. Both tanks are equipped 
with binary level sensors, indicating whether the level has 
reached certain preset values. One of  the inlet tanks has a heater 
and a temperature sensor. 

The two components are mixed in the third tank, which can 
be emptied via a proportional valve. This tank has a continuous 
level sensor. A hybrid controller for the mixing process in this 
tank is developed in the sixth section. 

Continuous Features 
As pointed out above, the basic phenomena in process control 

are inherently time continuous. The dynamical properties can 
often be determined using the well-known principles of conser- 
vation of mass and energy, supplemented with constitutive equa- 
tions, describing various process components. 

In many circumstances, the modeling based on physical 
properties leads to a system description in state space form, 

where u(t) is the vector of external inputs. Other model types can 
be obtained in specific situations. If the modeling is based on 
subsystem models, the resulting equations are often of differen- 
tial-algebraic type, see e.g. [9]. Physical modeling can also easily 
lead to models with partial differential equations, typically ap- 
proximated, so that the model can be handled in standard state 
space form. 

The model in (1) is in a quite general form, and a thorough 
analysis of its properties must certainly be carried out in a 
continuous time framework. Still, in process control applications 
it is often the case that a simpler description is relevant, because 
of the way the control input is generated. If the system is 
controlled in a feedback configuration, the dynamics can-at 
least on a macroscopic scale-be described in a much simpler 
way. An example of this is the integrator model below. 

Integrator Processes. If we assume that the system (1) is 
tightly controlled by a feedback controller, the set point of which 
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state-transition graphs or discrete automata in that they, besides 
a set of discrete variables, also contain a set of continuous 
variables Vo-compare with our state-vector x---that change 
with time. The system’s state is an interpretation of these vari- 
ables. Two kinds of state changes, continuous and discrete ones, 
can take place. 

Within a phase or discrete state, the continuous variables can 
change with time according to some set of differential equations 
prescribed by the laws of nature (compare to functionj). Transi- 
tions between different phases are discrete and are modeled by 
means of guarded phase transitions that happen in zero time. The 
guard is a boolean expression in the continuous variables of the 
system. In our model this guard is hidden in the part of the 
interface generating events to the controller. Each change in the 
control-state, and more generally each change in the dynamical 
behavior (activity) is associated with a phase transition. Even 
discrete changes of the continuous variables (defined by our 
function g )  are allowed during the phase transitions. 

Execution and Specification of the Hybrid System. Con- 
trary to our model introduced in the previous chapter, no explicit 
controller or supervisor is modeled, but the progress of the 
underlying discrete transition system is enforced by different 
mechanisms. 

In the hybrid automata model introduced in [ 11 phase invari- 
ants (c.f. our state constraints) ensure the execution of the system: 
some transition has to be taken before the phase invariant 
is violated. 

A similar concept is used by [19]-the tcp-predicate. Tcp 
stands for “time can progress” and denotes the maximum sojourn 
time of the system in a certain phase. It has been shown in [19] 
that all phase invariants can be expressed as a tcp-predicate but 
not vice versa. This predicate can even be adapted to different 
scheduling policies that influence the urgency of the transitions. 

In [17] temporal logic is used to express required behavior 
and in [ 131 the foundations of a methodology are discussed to 
refine temporal specifications into an executable hybrid system 
by step-wise refining the phase-transition structure and introduc- 
ing guards at the transitions. 

The main difference compared with our model lies in the fact 
that the controller is implicitly modeled by means of transition 
guards and phase restrictions, which ensure that the system does 
not lock in a phase. In our model, on the other hand, an external 
controller receives information from the plant and enforces con- 
trol actions, thus causing phase transitions in the system. The 
main purpose of these models is verification of correctness and 
other properties. 

Hybrid Control-Law Synthesis: 
An Illustrative Example 

In this section we want to give some further insight into the 
hybrid synthesis problem. The following example illustrates how 
a hybrid controller can be directly synthesized applying the 
second and third approach. The result can also be utilized in the 
first approach, for a suitable region partitioning and the related 
generation of specification events. 

Consider the tank system in Fig. 1. Assume that two flow 
components, A from Tank 1 and B from Tank 2, are mixed in 
Tank 3. Further assume that the input flows qA and q B ,  when 
switched on, are approximately constant. The reason for this 
assumption is that 9~ from Tank 1 is controlled by an o d o f f  pump 

which gives nearly constant flow. In Tank 2 the level is controlled 
by the input valve via the binary level sensors. This implies 
approximately constant flow qB from this tank when the output 
valve is open. 

A model and specification for the controller design may be 
formulated as follows. First define the partial volumes of the 
components A and B, as 

Thus, VA and VR become state variables in the model, and the 
total volume in Tank 3 in filling mode is V(t) = V.(t) + VR(~). The 
boundary condition at final time tfis 

To prevent undesirable reactions when the two components are 
mixed, we further require that 

This can be considered as a specification of a system constraint. 
To let this state constraint affect the solution, we also assume that 
the input flows qA and qB, when switched on, are related such 
that q B  < ki qA. The slope of the phase trajectory becomes 

which together with (14) and (1 5 )  define the permitted region for 
the continuous state trajectory; see Fig. 7a. 

A control event generator yc can now be constructed manually 
based on the trajectory slope (16). The control event set is 
c, ={qA,  &, so} , where the events correspond to activa- 
tion of related flows. If the initial volumes VA(t0) and V~(t0) are 
in the permitted region according to Fig. 721, the following rules 
give a state trajectory which satisfies (14) and (15). 

when Vg(t)  2 VRf 
4~ when V,(t)> V A ~  
GB when VB(t) i klVA(t) 

GA+B when VR(t)  k2VA(t) (17) 

The first two conditions are introduced to satisfy the final demand 
(14), while the other two are needed to satisfy the state constraint 
(15). To minimize the time to fill the tank, we take q A + ~  as initial 
control event, is., both input valves are open. 

Time-Optimal Solution 
Applying the rules in (17) means that a new control event is 

generated when the state trajectory reaches the boundary of the 
permitted region, see Fig. 7a. This control strategy does not 
generally give a time-optimal solution. Applying the third ap- 
proach, gives a time-optimal trajectory with minimal number of 
switches, as seen in Fig. 7b. The initial point is chosen such that 
qB becomes the limiting input flow. Thus, q R  should always be 
switched on, implying that only ZjA+B and GB are selected as 
control events. 
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state-transition graphs or discrete automata in that they, besides 
a set of discrete variables, also contain a set of continuous 
variables Vo-compare with our state-vector x---that change 
with time. The system’s state is an interpretation of these vari- 
ables. Two kinds of state changes, continuous and discrete ones, 
can take place. 

Within a phase or discrete state, the continuous variables can 
change with time according to some set of differential equations 
prescribed by the laws of nature (compare to functionj). Transi- 
tions between different phases are discrete and are modeled by 
means of guarded phase transitions that happen in zero time. The 
guard is a boolean expression in the continuous variables of the 
system. In our model this guard is hidden in the part of the 
interface generating events to the controller. Each change in the 
control-state, and more generally each change in the dynamical 
behavior (activity) is associated with a phase transition. Even 
discrete changes of the continuous variables (defined by our 
function g )  are allowed during the phase transitions. 

Execution and Specification of the Hybrid System. Con- 
trary to our model introduced in the previous chapter, no explicit 
controller or supervisor is modeled, but the progress of the 
underlying discrete transition system is enforced by different 
mechanisms. 

In the hybrid automata model introduced in [ 11 phase invari- 
ants (c.f. our state constraints) ensure the execution of the system: 
some transition has to be taken before the phase invariant 
is violated. 

A similar concept is used by [19]-the tcp-predicate. Tcp 
stands for “time can progress” and denotes the maximum sojourn 
time of the system in a certain phase. It has been shown in [19] 
that all phase invariants can be expressed as a tcp-predicate but 
not vice versa. This predicate can even be adapted to different 
scheduling policies that influence the urgency of the transitions. 

In [17] temporal logic is used to express required behavior 
and in [ 131 the foundations of a methodology are discussed to 
refine temporal specifications into an executable hybrid system 
by step-wise refining the phase-transition structure and introduc- 
ing guards at the transitions. 

The main difference compared with our model lies in the fact 
that the controller is implicitly modeled by means of transition 
guards and phase restrictions, which ensure that the system does 
not lock in a phase. In our model, on the other hand, an external 
controller receives information from the plant and enforces con- 
trol actions, thus causing phase transitions in the system. The 
main purpose of these models is verification of correctness and 
other properties. 

Hybrid Control-Law Synthesis: 
An Illustrative Example 

In this section we want to give some further insight into the 
hybrid synthesis problem. The following example illustrates how 
a hybrid controller can be directly synthesized applying the 
second and third approach. The result can also be utilized in the 
first approach, for a suitable region partitioning and the related 
generation of specification events. 

Consider the tank system in Fig. 1. Assume that two flow 
components, A from Tank 1 and B from Tank 2, are mixed in 
Tank 3. Further assume that the input flows qA and q B ,  when 
switched on, are approximately constant. The reason for this 
assumption is that 9~ from Tank 1 is controlled by an o d o f f  pump 

which gives nearly constant flow. In Tank 2 the level is controlled 
by the input valve via the binary level sensors. This implies 
approximately constant flow qB from this tank when the output 
valve is open. 

A model and specification for the controller design may be 
formulated as follows. First define the partial volumes of the 
components A and B, as 

Thus, VA and VR become state variables in the model, and the 
total volume in Tank 3 in filling mode is V(t) = V.(t) + VR(~). The 
boundary condition at final time tfis 

To prevent undesirable reactions when the two components are 
mixed, we further require that 

This can be considered as a specification of a system constraint. 
To let this state constraint affect the solution, we also assume that 
the input flows qA and qB, when switched on, are related such 
that q B  < ki qA. The slope of the phase trajectory becomes 

which together with (14) and (1 5 )  define the permitted region for 
the continuous state trajectory; see Fig. 7a. 

A control event generator yc can now be constructed manually 
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The first two conditions are introduced to satisfy the final demand 
(14), while the other two are needed to satisfy the state constraint 
(15). To minimize the time to fill the tank, we take q A + ~  as initial 
control event, is., both input valves are open. 

Time-Optimal Solution 
Applying the rules in (17) means that a new control event is 

generated when the state trajectory reaches the boundary of the 
permitted region, see Fig. 7a. This control strategy does not 
generally give a time-optimal solution. Applying the third ap- 
proach, gives a time-optimal trajectory with minimal number of 
switches, as seen in Fig. 7b. The initial point is chosen such that 
qB becomes the limiting input flow. Thus, q R  should always be 
switched on, implying that only ZjA+B and GB are selected as 
control events. 
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✤ Primary objective is to provide aircraft separation 
✤ achieved through air/ground equipments and a set of flight rules and procedures

✤ NASA’s Small Aircraft Transportation System (SATS), Higher Volume Operation 
(HVO)
✤ a new concepts where pilots interact with an automated centralized Airport 

Management Module (AMM) without ground controller for traffic separation.
✤ Increase access to small airports with multiple landings and departures at the same 

time.
✤ Under poor weather conditions, small airports are restricted to one-in/one-out 

operation.

SCA: Airspace surrounding the airport - self controller area
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Fig. 2. Discrete view of SCA

– Landing: Move from final to runway.
– Missed approach initiation (left, right): Move from final to maz.
– Transition to lowest available altitude (left, right). Move from maz to either

holding3 or holding2.

The state of the SCA is then composed of the 12 zones, each one being a
list of aircraft, the next available landing sequence (natural number), and the
next alternating missed approach holding fix (left or right). Each aircraft is
represented by its initial approach fix (left or right), landing sequence (natural
number), and missed approach holding fix assignment (left or right). Aircraft
identifications are implicit as aircraft can be distinguished from each other by
their landing sequence.

The discrete model is conservative in the sense that it abstracts away the
SCA geometry and physical performance parameters of the aircraft. Hence, it
includes scenarios that may no physically occur in the real world. We argue that
the model is complete, i.e., it includes all nominal operations. Indeed, the model
has been extensively reviewed by the developers of the SATS HVO concept.

From a mathematical point of view, the discrete model is a state transition
system where the states are snapshots of the zones at discrete times and the tran-
sitions describe how the states evolve when the flight procedures are applied. A
priori, there are no bounds on the number of aircraft in each zone; therefore, the
transition system is potentially infinite. However, an exhaustive exploration of
the set of reachable states reveals that the transition system is finite. Indeed, the
system was exhaustively explored [11] using an explicit model checker algorithm
written and formally verified in the verification system PVS [12].

Using formal techniques, it has been shown in [11] that, under nominal
operations, the concept satisfies the following safety properties:
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holding fixes. When an entry is granted by the AMM, the aircraft receives a
follow notification and a missed approach holding fix assignment. The follow
notification is either none, if it is the first aircraft in the landing sequence, or
the identification of a lead aircraft. Missed approach holding fixes are assigned
by the AMM on an alternating basis. This technique ensures that consecutive
aircraft on missed approach are not flying to the same missed approach holding
fix.

For nominal arrival operations, self-separation is achieved by requiring an
aircraft to hold at its IAF until it meets a spacing safety threshold with respect
to its lead aircraft. The threshold guarantees a minimum separation during the
approach and during a missed approach, in case of this eventuality.

The concept of operations also describes nominal departure operations. How-
ever, for simplicity, the analysis presented in this paper only considers arrival
operations. This simplification does not affect the result of the formal verifica-
tion as arriving aircraft are geographically separated from departing aircraft and
an aircraft cannot depart if there is an aircraft on final approach. The fact that
departing aircraft are separated was also verified using the techniques presented
in this paper.

3 Discrete Model and Its Limitations

The discrete model described in [11] is a mathematical abstraction of the SATS
HVO concept. A simple way to visualize that model is via an analogy with a
board game where the board is a discretized SCA, the pieces that move across
the board are the aircraft, and the rules of the game are given by the concept of
operations. This analogy is illustrated in Figure 2.The places where an aircraft
can be during an arrival operation are called zones. There are 12 zones:

– holding3 (left, right): Holding patterns at 3000 feet.
– holding2 (left, right): Holding patterns at 2000 feet.
– lez (left, right): Lateral entry zones.2
– base (left, right): Base segments.
– maz (left, right): Missed approach zones.
– final and runway: Final segment and runway.

An aircraft is always in one and only one zone, but several aircraft may be in
the same zone. Aircraft leave the zones in the same order as they arrive. The
arrows in Figure 2 are the valid moves and they represent 15 flight rules and
procedures:

– Vertical entry (left, right): Initial move to holding3.
– Lateral entry (left, right): Initial move to lez.
– Descend (left, right): Move from holding3 to holding2.
– Approach initiation (left, right): Move from holding2 to base.
– Final approach (left, right): Move from base to final.

2 Lateral entry zones start outside the SCA.

Formal Analysis of the Operational Concept for the SATS 309

holding fixes. When an entry is granted by the AMM, the aircraft receives a
follow notification and a missed approach holding fix assignment. The follow
notification is either none, if it is the first aircraft in the landing sequence, or
the identification of a lead aircraft. Missed approach holding fixes are assigned
by the AMM on an alternating basis. This technique ensures that consecutive
aircraft on missed approach are not flying to the same missed approach holding
fix.

For nominal arrival operations, self-separation is achieved by requiring an
aircraft to hold at its IAF until it meets a spacing safety threshold with respect
to its lead aircraft. The threshold guarantees a minimum separation during the
approach and during a missed approach, in case of this eventuality.

The concept of operations also describes nominal departure operations. How-
ever, for simplicity, the analysis presented in this paper only considers arrival
operations. This simplification does not affect the result of the formal verifica-
tion as arriving aircraft are geographically separated from departing aircraft and
an aircraft cannot depart if there is an aircraft on final approach. The fact that
departing aircraft are separated was also verified using the techniques presented
in this paper.

3 Discrete Model and Its Limitations

The discrete model described in [11] is a mathematical abstraction of the SATS
HVO concept. A simple way to visualize that model is via an analogy with a
board game where the board is a discretized SCA, the pieces that move across
the board are the aircraft, and the rules of the game are given by the concept of
operations. This analogy is illustrated in Figure 2.The places where an aircraft
can be during an arrival operation are called zones. There are 12 zones:

– holding3 (left, right): Holding patterns at 3000 feet.
– holding2 (left, right): Holding patterns at 2000 feet.
– lez (left, right): Lateral entry zones.2
– base (left, right): Base segments.
– maz (left, right): Missed approach zones.
– final and runway: Final segment and runway.

An aircraft is always in one and only one zone, but several aircraft may be in
the same zone. Aircraft leave the zones in the same order as they arrive. The
arrows in Figure 2 are the valid moves and they represent 15 flight rules and
procedures:

– Vertical entry (left, right): Initial move to holding3.
– Lateral entry (left, right): Initial move to lez.
– Descend (left, right): Move from holding3 to holding2.
– Approach initiation (left, right): Move from holding2 to base.
– Final approach (left, right): Move from base to final.

2 Lateral entry zones start outside the SCA.
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– Landing: Move from final to runway.
– Missed approach initiation (left, right): Move from final to maz.
– Transition to lowest available altitude (left, right). Move from maz to either

holding3 or holding2.

The state of the SCA is then composed of the 12 zones, each one being a
list of aircraft, the next available landing sequence (natural number), and the
next alternating missed approach holding fix (left or right). Each aircraft is
represented by its initial approach fix (left or right), landing sequence (natural
number), and missed approach holding fix assignment (left or right). Aircraft
identifications are implicit as aircraft can be distinguished from each other by
their landing sequence.

The discrete model is conservative in the sense that it abstracts away the
SCA geometry and physical performance parameters of the aircraft. Hence, it
includes scenarios that may no physically occur in the real world. We argue that
the model is complete, i.e., it includes all nominal operations. Indeed, the model
has been extensively reviewed by the developers of the SATS HVO concept.

From a mathematical point of view, the discrete model is a state transition
system where the states are snapshots of the zones at discrete times and the tran-
sitions describe how the states evolve when the flight procedures are applied. A
priori, there are no bounds on the number of aircraft in each zone; therefore, the
transition system is potentially infinite. However, an exhaustive exploration of
the set of reachable states reveals that the transition system is finite. Indeed, the
system was exhaustively explored [11] using an explicit model checker algorithm
written and formally verified in the verification system PVS [12].

Using formal techniques, it has been shown in [11] that, under nominal
operations, the concept satisfies the following safety properties:
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– Landing: Move from final to runway.
– Missed approach initiation (left, right): Move from final to maz.
– Transition to lowest available altitude (left, right). Move from maz to either

holding3 or holding2.

The state of the SCA is then composed of the 12 zones, each one being a
list of aircraft, the next available landing sequence (natural number), and the
next alternating missed approach holding fix (left or right). Each aircraft is
represented by its initial approach fix (left or right), landing sequence (natural
number), and missed approach holding fix assignment (left or right). Aircraft
identifications are implicit as aircraft can be distinguished from each other by
their landing sequence.

The discrete model is conservative in the sense that it abstracts away the
SCA geometry and physical performance parameters of the aircraft. Hence, it
includes scenarios that may no physically occur in the real world. We argue that
the model is complete, i.e., it includes all nominal operations. Indeed, the model
has been extensively reviewed by the developers of the SATS HVO concept.

From a mathematical point of view, the discrete model is a state transition
system where the states are snapshots of the zones at discrete times and the tran-
sitions describe how the states evolve when the flight procedures are applied. A
priori, there are no bounds on the number of aircraft in each zone; therefore, the
transition system is potentially infinite. However, an exhaustive exploration of
the set of reachable states reveals that the transition system is finite. Indeed, the
system was exhaustively explored [11] using an explicit model checker algorithm
written and formally verified in the verification system PVS [12].

Using formal techniques, it has been shown in [11] that, under nominal
operations, the concept satisfies the following safety properties:

✤ AMM resides on airport ground and 
communicates with the aircraft.

✤ It provides entry clearances and assigns 
missed approach holding fixes.

✤ Each aircraft receives a follow 
notification (which may be none if it is 
the first aircraft in the landing 
sequence) or the id of a lead aircraft.

✤ Self-separation is achieved by requiring 
an aircraft to hold at its initial approach 
fix until it meets a spacing safety 
threshold with respect to its lead 
aircraft.
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The state of the SCA is then composed of the 12 zones, each one being a
list of aircraft, the next available landing sequence (natural number), and the
next alternating missed approach holding fix (left or right). Each aircraft is
represented by its initial approach fix (left or right), landing sequence (natural
number), and missed approach holding fix assignment (left or right). Aircraft
identifications are implicit as aircraft can be distinguished from each other by
their landing sequence.

The discrete model is conservative in the sense that it abstracts away the
SCA geometry and physical performance parameters of the aircraft. Hence, it
includes scenarios that may no physically occur in the real world. We argue that
the model is complete, i.e., it includes all nominal operations. Indeed, the model
has been extensively reviewed by the developers of the SATS HVO concept.

From a mathematical point of view, the discrete model is a state transition
system where the states are snapshots of the zones at discrete times and the tran-
sitions describe how the states evolve when the flight procedures are applied. A
priori, there are no bounds on the number of aircraft in each zone; therefore, the
transition system is potentially infinite. However, an exhaustive exploration of
the set of reachable states reveals that the transition system is finite. Indeed, the
system was exhaustively explored [11] using an explicit model checker algorithm
written and formally verified in the verification system PVS [12].

Using formal techniques, it has been shown in [11] that, under nominal
operations, the concept satisfies the following safety properties:
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Proposition 2. Under nominal operations, A and B on final approach, on
missed approach at the same fix at time t, such that B is before A in the landing
sequence, satisfy the following spacing requirement:

SMAZ ≤ SA→B(t). (3)

The constants ST and SMAZ are the theoretical spacing that the concept guar-
antees on final approach and missed approach, respectively. These constants are
determined by the geometry of the SCA, the minimum and maximum speed of
the aircraft, vmin and vmax, and the initial spacing between the aircraft, S0, as
follows:

ST ≡ S0 − (Lmax + Lfinal − S0)∆v, (4)
SMAZ ≡ min(Lmin + Lfinal − Lmaz∆v,

2S0 − (Lmax + Lfinal + Lmaz − S0)∆v), (5)

where

Lmin ≡ min(Lbase(left),Lbase(right)), (6)
Lmax ≡ max(Lbase(left),Lbase(right)), (7)
Lmaz ≡ max(Lmaz (left),Lmaz (right)), (8)

∆v ≡ vmax − vmin

vmin
. (9)

5.1 Hybrid Model

In order to verify Propositions 1 and 2, we extend the discrete model of the SCA
with the following continuous variables:

– A current time t that evolves in a continuous way.
– For each aircraft A on final approach or missed approach, the linear distance

from its IAF, DA(t). We assume that the speed of an aircraft may vary with
time in the interval [vmin, vmax]. Therefore, the value of DA(t) is constrained
by

(t1 − t0)vmin ≤ DA(t1) − DA(t0) ≤ (t1 − t0)vmax, (10)

if t0 ≤ t1 (t0 and t1 are measured in the same approach operation).

These continuous variables allow us to state the approach initiation rule in a
more precise way:

– Approach initiation for vertical and lateral entry (left and right): An aircraft
A may initiate the approach when (a) it is the first aircraft in the landing
sequence or (b) its lead aircraft B is already on the final approach (base or
final segments) and

S0 ≤ SA→B(t). (11)
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– Aircraft in a missed approach keep their relative landing sequence and their
assigned MAHF.

– All other aircraft complete their normal approaches.

4.4 Verification of Off-Nominal Procedures

Exhaustive exploration of the discrete transition system extended with the pre-
vious off-nominal procedures shows that these procedures preserve all the safety
properties in Section 3. In particular, it can be shown that in case of a AMM
failure, aircraft in missed approach will always have a place to hold even if they
perform a missed approach after the AMM has failed. However, in this case,
MAHF are not necessarily assigned in an alternating way. We have not explored
this issue further, but this may not be a major issue as, if the AMM is down, the
SCA is closed for new operations and the probability of simultaneous consecutive
missed approaches is relatively low.

5 Spacing Properties

The term spacing refers to linear separation of an aircraft with respect to the
lead aircraft. If both aircraft are not flying the same approach, spacing is com-
puted relative to the merging point of their linear trajectories. For instance, in
a symmetric SCA, if the trail and lead aircraft are on opposite initial approach
fixes their spacing is 0, although their Euclidean distance is twice the length
of the of the base segments. Note that, independently of the initial Euclidean
distance, if both aircraft start the approach at roughly the same time and speed,
they will have a conflict at the merging point.

The geometry of the SCA is given by the lengths of the base segments, denoted
Lbase(s) where s ∈ {left, right}, the length of the final segment, denoted Lfinal ,
and the lengths of the missed approach zones, denoted Lmaz (s) where s ∈
{left, right}. Henceforth, we write iafA and mahfA to denote, respectively, the
initial approach fix and missed approach holding fix (left or right) of aircraft A.

We define DA(t) as the linear distance at time t of an aircraft A from its
initial approach fix. In a symmetric SCA, i.e., Lbase(left) = Lbase(right) and
Lmaz (left) = Lmaz (right), the spacing at time t between an aircraft A and its
lead aircraft B is simply defined as DB(t)−DA(t). However, in the general case,
we must consider the difference in length of the base segments. Hence, if B is
before A in the landing sequence, the spacing between A and B is defined as

SA→B(t) ≡ DB(t) − DA(t) + Lbase(iafA) − Lbase(iafB). (1)

Now, we specify the spacing requirements to be formally verified.

Proposition 1. Under nominal operations, aircraft A and B on final approach
at time t, such that B is the lead aircraft of A, satisfy the following spacing
requirement:

ST ≤ SA→B(t). (2)
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Other transitions have to be modified to relate the continuous variables to
the geometry of the SCA:

– Merging: An aircraft A in the base segment turns to the final segment when

DA(t) = Lbase(iafA). (12)

– Missed approach initiation: An aircraft A in the final segment may go to the
missed approach zone when it is the first aircraft in the landing sequence
and

DA(t) = Lbase(iafA) + Lfinal . (13)

– Landing: An aircraft A in the final segment may land if it is the first aircraft
in the landing sequence, there is no other aircraft in the runway, and

DA(t) = Lbase(iafA) + Lfinal . (14)

– Determination of lowest available altitude (left and right): An aircraft A on
missed approach may go to the holding fix at the lowest available altitude
when

DA(t) = Lbase(iafA) + Lfinal + Lmaz (mahfA). (15)

We note that they hybrid transition system has been defined such that all
the reachable states in the hybrid system are reachable in the discrete system
(modulo the common discrete variables). Therefore, all the safety properties in
Section 3 are satisfied on the hybrid transition system. Of course, the converse
is not true: not all the reachable states of the discrete system are reachable in
the hybrid system; in particular, those states violating the spacing requirement
expressed by Formula (11) are not reachable in the hybrid system.

5.2 Mechanical Verification

The discrete model of the SATS HVO concept was written in PVS and verified
using a state exploration PVS tool called Besc [11]. Roughly speaking, Besc
is a basic explicit model checker, written and formally verified in PVS.3 Early
attempts to analyze the hybrid transition system described in this paper, using
a hybrid model checker, e.g., HyTech [6], failed mainly due to the number of
variables of the SATS HVO model. We tried a different approach: we encoded
the hybrid transition system as a discrete one and explored it using Besc.

If we take all the reachable states in the discrete system and eliminate those
that do not satisfy the continuous behavior expressed by Formulas (11)–(15), we
have a valid abstraction of the SATS HVO concept. Instead of physically elimi-
nating states during the state exploration, which would require a hybrid model
checker, we collect for each state a set of constraints yielded by Formulas (11)–
(15). Afterward, we process the set of reachable states and use the constraints
3 Besc is available from http://research.nianet.org/~munoz/Besc

Merging: Turn from base segment to final segment
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Landing: Move to the runway from the final segment
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Fig. 2. Discrete view of SCA

– Landing: Move from final to runway.
– Missed approach initiation (left, right): Move from final to maz.
– Transition to lowest available altitude (left, right). Move from maz to either

holding3 or holding2.

The state of the SCA is then composed of the 12 zones, each one being a
list of aircraft, the next available landing sequence (natural number), and the
next alternating missed approach holding fix (left or right). Each aircraft is
represented by its initial approach fix (left or right), landing sequence (natural
number), and missed approach holding fix assignment (left or right). Aircraft
identifications are implicit as aircraft can be distinguished from each other by
their landing sequence.

The discrete model is conservative in the sense that it abstracts away the
SCA geometry and physical performance parameters of the aircraft. Hence, it
includes scenarios that may no physically occur in the real world. We argue that
the model is complete, i.e., it includes all nominal operations. Indeed, the model
has been extensively reviewed by the developers of the SATS HVO concept.

From a mathematical point of view, the discrete model is a state transition
system where the states are snapshots of the zones at discrete times and the tran-
sitions describe how the states evolve when the flight procedures are applied. A
priori, there are no bounds on the number of aircraft in each zone; therefore, the
transition system is potentially infinite. However, an exhaustive exploration of
the set of reachable states reveals that the transition system is finite. Indeed, the
system was exhaustively explored [11] using an explicit model checker algorithm
written and formally verified in the verification system PVS [12].

Using formal techniques, it has been shown in [11] that, under nominal
operations, the concept satisfies the following safety properties:

✤ The number of aircraft inside the SCA at an 
IAF (left or right) is less than or equal to two.

✤ There is at most one aircraft at hold 2000 (left 
or right) and at hold 3000 (left or right).

✤ There are no more than two aircraft at the 
miss approach zone (left or right).

✤ There is at most one aircraft on the runway.
✤ Consecutive departure operations are 

separated.
✤ Aircraft land in order according to the leader 

relation.
✤ Aircraft eventually land or depart the SCA.
✤ There are no operational deadlocks.
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The aircraft maintain a minimum 
distance between them always

Minimum separation

O

a
p
3r

r

Protocol
✤ Collision detection — straight line trajectory
✤ Negotiation — decide the radius r
✤ Entry — trajectory from a to b
✤ Circling — trajectory from b to c
✤ Exit — trajectory from c onwards

Hybrid behaviors
✤ Each of the trajectories in continuous
✤ Discrete change between phases
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d = (d1, d2): velocity of the airplane

x = (x1, x2): position of the airplane

polytopes, ellipsoids and support functions. These techniques have been extended
to non-linear systems using Taylor models [4]. Another class of techniques for
computing the reach sets is based on hybridization [16, 3, 6], where the state-
space is partitioned into a finite number of regions and the continuous dynamics
in each of the regions is approximated by a simpler dynamics. For instance,
in [16], a hybridization technique which approximates non-linear dynamics by
rectangular dynamics is presented. Finally, deductive approaches for computing
invariants by solving for coe�cients of templates has been investigated [15, 18].

In this paper, we consider the problem of computing the reachable set of a
parameterized linear system, that is, ẋ(t) = Ax(t), where A 2 ⌦ is a square
matrix and ⌦ is a compact polyhedral set. Here, the matrix A is not fixed, but
takes values from a set ⌦, which can be interpreted as a set of perturbations
to which the system needs to be robust. This is an interesting class of systems,
which are useful, for instance, in modeling aircraft dynamics in air tra�c control
protocols. The following matrix from [13] captures the dynamics of an aircraft,
where x = (x1, x2) is the position of the aircraft in a two dimensional plane, and
d = (d1, d2) its velocity.

2

664

ẋ1

ẋ2

ḋ1

ḋ2

3

775 =

2

664

0 0 1 0
0 0 0 1
0 0 0 �!

0 0 ! 0

3

775

2

664

x1

x2

d1

d2

3

775

Here, ! is the angular velocity, which is a parameter that changes depending on
the mode of the airplane. In particular, some complicated computation is used
to set its value during a mode change. Hence, the value of ! is not known a
priori, however, a bound on its value can be inferred.

Our broad technique for approximating the solution of ẋ(t) = Ax(t), where
A 2 ⌦, for a given set of initial states X0 and a time interval [0, T ], is as fol-
lows. We sample both the parameter space ⌦ and the time domain [0, T ] using
a sample interval �. We compute the solution �(A, t) of the di↵erential equation
at these sample points (A, t), and construct a piecewise continuous function ap-
proximating � by interpolating at the sample values. The approximate function
is a piecewise bilinear function which is piecewise linear in time t and matrix
parameters A. To summarize, given an error tolerance ✏ > 0, our methods com-
putes a sampling interval � > 0, such that the piecewise bilinear function �̂(A, t)
obtained by interpolating the value of � at the �-grid points of ⌦ and [0, T ] is
within ✏ of � at all points in ⌦⇥ [0, T ]. Note that we approximate the function,
rather than just over-approximating the reachable set. Hence, the relation be-
tween time and state is preserved in our construction, which makes it amenable
to compositional analysis.

2 Related work

The problem of reachable set computation of linear dynamical systems with un-
certain inputs ẋ = Ax + Bu, where the input u 2 U belongs to a compact set,

!: the angular velocity

! := ⇤ḋ2 = !d1

ḋ1 = �!d2

ẋ2 = d2

ẋ1 = d1

(! := ⇤)

(! := ⇤)
(y, e)

kx� yk  p

(r!)2 = kdk2

kx� ck =
p
3r

c := x+ �d = y + �e

(x0 := x, d

0 := d)

free

ḋ2 = !d1

ḋ1 = �!d2

ẋ2 = d2

ẋ1 = d1

circ

kx� ck  r

ḋ1 = !d2

ẋ2 = d2

ẋ1 = d1

ḋ2 = �!d1

entry

ḋ2 = 0

ḋ1 = 0

ẋ2 = d2

ẋ1 = d1

exit

x0 + �1d0 = x+ �2d

Figure 3: Hybrid automaton model of the aircraft collision avoidance protocol

Guard(circ, exit)(x,d,x0
,d0

,x0,d0,!1,!2, cs1, cs2, tsync

,

c, r) = (x0 + �1d0 = x+ �2d)

^(x = x0) ^ (d = d0) ^ (!2 = 0)

Next, we define a predicate which encodes an execution.
Note that the execution starts at free and could end in any
location. Hence, we add the constraints in the last 4 lines of
Exec, which capture the possibility of ending in any of the
four states. Also, we ensure that t

sync

is the same as the
time at which the first transition was taken.

Exec(x,d, t,x0
,d0

, cs1, cs2, tsync

, c, r) =

(Dyn(free)(x1,d1,!1, t1,x
0
1,d

0
1)
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0
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Next we encode the safety specification for two aircraft. We
want to ensure that any execution of the composed hybrid
automata for the two aircraft is (P, T, {1, 2})-safe, where
{1, 2} correspond to the position variables. We write below
the negation of safety:

Unsafe = Exec(x,d, t,x0
,d0

, cs1, cs2, tsync

, c, r)

^Exec(y,d, t, y0,d0
, cs1, cs2, tsync

, c, r)

^(kx0 � y0k  p)

We enforce that the executions synchronize by requiring cs1,
cs2, tsync

, c and r to be the same values in both the execu-
tions.

5. APPROXIMATION
In this section, we present the approximate dynamics and
guard functions which will capture the executions of an ap-
proximate hybrid automaton. Let us fix ✏ > 0 and a time

bound T . Then we construct d
Dyn(q) and \

Guard(q, q0) which
ensure that the executions resulting from their composition
follows the execution of Exec(H, ✏, T ), whereH is the hybrid
automaton for the protocol.

Approximating the continuous dynamics.
Let d

Dyn(q)(x1,d1,!, t,x
0
, d

0
) denote an approximate func-

tion for the dynamics. More precisely, d
Dyn(q)(x1,d1,!, t,x

0
,

d
0
) implies that there is a transition (q,x1,d1)

!,t�! (q0,x00
,d00)

inH such that k(x0
,d0)� (x00

,d00)k  ✏. To construct such a
result, we borrow the result from [9]. In [9], an algorithm for
constructing a piecewise a�ne function approximating a pa-
rameterized linear system is presented. The algorithm sam-
ples the time domain and the parameter-space at uniform
intervals and constructs a multi-a�ne function which inter-
polates the given function at these points. We implement
an algorithm which outputs an SMT formula corresponding
to this approximate function.

Approximating the discrete dynamics.
Next, we present the approximate guard predicates; they are
similar to the actual guard predicates except that auxiliary
variables x

a

,d
a

,x0
a

,d0
a

are added to capture the actual tran-
sitions in the guard, where as the constraints kx� x

a

k  ✏

account for the approximation error in the dynamics.

\
Guard(free, entry)(x,d,x

a

,d
a

,x
0
,d

0
,x

b

,d
b

,x0,d0,!1,!2,

cs1, cs2, tsync

, c, r) = (k(cs1)x � (cs2)xk  p)

^((cs1)x + �(cs1)
d

= (cs2)x + �(cs2)
d

)

^(c = (cs1)x + �(cs1)
d

) ^ (k(cs1)x � ck =
p
3r)

^((r!2)
2 = k(cs1)

d

k2) ^ (kx� x
a

k  ✏)

^(kx0 � x
b

k  ✏) ^ (kd� d
a

k  ✏)

^(kd0 � d
b

k  ✏) ^ (x0 = x
a

,d0 = d
a

)

^(x
a

= x
b

,d
a

= d
b

, (cs1)x = x
a

, (cs1)
d

= d
a

)

c = x+ �d = y + �e

||x� c|| =
p
3r (r!)2 = ||d||2

x

0 := x, d0 := d

x+ �2d= x

0 + �1d
0! := 0

||x� c||  r

! := �!

The  aircraft  maintain  a  minimum 
distance between them always

Minimum separation

b

c

O

a
p
3r

r



Automotive

24



Powertrain
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✤ Internal combustion 
engine

✤ Gear box

Internal Combustion Engine
✤ Transforms chemical energy of the fuels into mechanical energy
✤ Fuel is mixed with an oxidizer and burnt, which results in high temperature and 

high pressure forcing the piston to move outward
✤ The reciprocating motion of the piston is converted into the rotary motion of the 

crankshaft
✤ Four stroke engine - Intake/suction, compression, power/expansion, exhaust



Engine and Transmission
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✤ Rotary motion is transmitted to the flywheel attached to the output of the crankshaft
✤ The power from the flywheel transfers to the gearbox input shaft using the clutching 

mechanism
✤ The power is transmitted from the gearbox input shaft to the Layshaft
✤ To transfer power from the Layshaft to the main shaft, the gears on the main shaft 

are engaged to the main shaft by using the dog clutch
✤ The different radii of the gears correspond to different speeds of the main shaft

Internal Combustion Engine Transmission

Flywheel Clutch plate

Pressure plate

Main Shaft

Dog clutch

Lay Shaft



Cruise Control & Automatic Gearbox

27

v̇ =
prqT

M

Gearbox

v

Kq

⌧

Z
(vd � v)dv

Kq(vd � v)

PI Control

vd

Discrete Control

if v � vd = 1
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Continuous Dynamics
q

Discrete Variable

Gear Position q

q = 1, 2, 3, 4
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Executions
T The task of the cruise controller is to 

ensure that
✤ Bounded deviations in v from v_d lead to 

only bounded deviations of v from v_d in 
the eventual behavior (Lyapunov stability)

✤ v converges to v_d (asymptotic stability)
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Hybrid Systems
✤ Railway gate controller
✤ Biological systems: delta-notch signaling in cell differentiation
✤ Robot navigation and planning
✤ Robotic arm
✤ …
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Pavithra Prabhakar Part B2 RobustCPS

Dubin’s car 
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ẋ = v cos �
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if x 2 [�1, 1]
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!

�

x

y

u

Figure 1: An autonomous vehicle controller: A hybrid system

at all times and the values of u are
set without any delays; in any real im-
plementation, there are sensor errors
and delays due to which the controller
may receive a slightly di↵erent value
x̂ at time t + � for an actual value
x at time t. Similarly, there are de-
lays due to computation in the con-
troller and the communication of the
same to the vehicle. Also, the design
assumes a simplistic model of the ve-
hicle where it is modeled as a point,
however, a real vehicle occupies non-
zero space. Hence, the design needs to
be robust, that is, correct even in the
presence of the above deviations in the
model and the controller.

2 State-of-the-art and shortcomings

This proposal focuses on a class of cyber-physical systems corresponding to control software referred
to as hybrid (control) systems. The control software along with the physical system exhibits a hybrid
behavior (see Figure 1) — a mixture of discrete and continuous steps corresponding to software
execution and physical system evolution, respectively. In the context of mathematical techniques for
design of hybrid systems, there are two main lines of work which have explored robustness.

2.1 Control theory

Control theory deals with the design of control law for dynamical systems (systems which evolve
with time) such that the system when subjected to the control law satisfies certain objectives, such
as, tracking a reference signal or meeting a certain performance criterion [5]. Robustness has been
investigated in several contexts in the control system design.

⌅ Firstly, robustness is encoded in properties such as stability and input-to-state stability [35], which
are fundamental requirements of control system design and capture the resilience of a system to
perturbations in the initial state and input, respectively.

⌅ Secondly, there is the well-established sub-area of control theory, namely, robust control [22], which
deals with design principles in the presence of uncertainties in the system model.

⌅ Thirdly, the area of digital control design [24] deals with issues regarding the digital implementation
of a continuous controller which involves quantization, sampling and delays.

Traditionally, the focus of control systems theory has been on the design of control for continuous
dynamical systems, represented using di↵erential equations ẋ = f(x, u). While there is a rich theory
and a wide range of techniques for analysing continuous dynamical systems, there is a large gap in
the current theory and techniques for the design and analysis of hybrid systems.

S1: Lack of a unified theory for computational methods: While there is an advanced the-
ory for computational techniques for robust analysis of purely continuous time models,
interactions with discrete components is not well understood.

Firstly, several techniques do not extend in a straightforward manner from the continuous to the
hybrid setting. Consider, for example, the problem of stability analysis. It is well known that the
stability of a linear dynamical system can be characterized completely by the eigen values of the matrix
representing it. However, by switching between two stable linear dynamical systems appropriately,
one can produce an unstable hybrid system as well as a stable hybrid system [13]. This implies that
the stability of hybrid systems with linear dynamics can no more be deduced from the eigen value
analysis of the component linear dynamical systems.

2

Safety

Safety: Every execution of the system is error free

✤ Air-traffic control: collision avoidance
✤ Autonomous cars: vehicle always remains in the lane
✤ Multi-robot navigation: collision avoidance

32



Temporal Properties
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✤ Aircraft land in order according to the leader relation.
✤ Every aircraft that enters eventually lands
✤ Every aircraft lands within t units of time upon entry
✤ Robot visits a region infinitely often (for surveillance)
✤ Robot visits a region every t units of time
✤ Robots reach certain target regions while avoiding certain unsafe regions



Stability
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Cruise control Robotic arm Bipedal robot walking

✤ Cruise control: stability with respect to the desired velocity
✤ Robotic arm: stability with respect to the set point
✤ Bipedal walking: stability with respect to the periodic orbit

Stability: Small perturbations in the initial state or input to the system result 
in only small deviations from the nominal behavior



Bird’s eye view of the course
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Day 1
✤ Lecture 1: Introduction and motivation
✤ Lecture 2: Hybrid automata — Syntax and Semantics
✤ Tutorial: Modeling hybrid systems
Day 2
✤ Lecture 3: Verification techniques for finite state automata
✤ Lecture 4: Verification techniques for finite state automata
✤ Tutorial: Finite state system verification using SPIN
Day 3
✤ Lecture 5: Dynamical systems
✤ Lecture 6: Stability analysis
✤ Tutorial: Sum-of-squares programming
Day 4
✤ Lecture 7: Bounded Verification of Hybrid Systems
✤ Lecture 8: Bounded Error Approximations, symbolic execution
✤ Tutorial: Bounded verification using BEAVER
Day 5
✤ Lecture 9: Bisimulation algorithm, Predicate abstraction, Hybridization
✤ Lecture 10: Algorithmic verification of stability
✤ Tutorial: Algorithmic stability analysis using AVERIST


